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Executive summary
This document describes techniques of weakly supervised segmentation and detection for histopathology
image analysis that have been developed within the first 18 months of the ExaMode project. These tools
will allow to detect and classify tissue compartments in histopathology images, which will be used by
partners in the ExaMode consortium in the development of the project. Eventually, these tools aim at
assisting pathologists in diagnostics and in decision making for an efficient and personalized treatment of
four diseases: colon cancer, uterine cervix cancer, coeliac disease and lung cancer.
This document begins with a general introduction on weakly supervised learning, providing some examples
of existing approaches in the literature as well as the focus adopted in the ExaMode project. Afterwards,
we present weakly supervised approaches for detection and segmentation that have been formulated in the
context of the ExaMode project. We describe the motivation and the methods, present results, as well as
references to the code of both segmentation and detection methods, which are made publicly available via
Github. Finally, we provide a description of the methods running in Docker containers as algorithms on the
grand-challenge.org platform, and of the API that have been built and can be used to interact with the
existing algorithms using a simple Python interface.
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1 Introduction
Computational Pathology using Deep Learning is revolutionizing the field of digital pathology. Deep
Learning approaches based on Convolutional Neural Networks (CNN) have been shown to reach and
outperform human professionals at several tasks in histopathology, including prostate Gleason grading (W.
Bulten 2020) and detection of breast cancer metastasis in lymph nodes (B. Bejnordi 2017). These
unprecedented achievements have been made possible by training CNNs with a large amount of manually
annotated data in a fully-supervised fashion. This setting requires expert knowledge and a time-consuming
procedure of manual annotations of regions of interest, such as tumor regions. Manual annotations provide
valuable domain-specific knowledge that can be used for model development and validation. However,
scaling up this approach is limited by the huge amount of work needed to provide accurate annotations.
Digital pathology implicitly carries a wealth of data, which can be retrieved from retrospective archival
cases or collected prospectively during clinical routine. This information is present both at histopathology
image level, where a single gigapixel whole-slide image contains millions of pixels, and at the level of the
pathology report, where the conclusion of the diagnosis plus the results of molecular tests characterize and
classify the tissue sample at hand. Developing tools to exploit such existing information in very large
archives of digital pathology images would allow to extract valuable knowledge that can be used to train
prediction models for decision support in the clinic. For example, when a system for detection of Ductal
Carcinoma in Situ (DCIS) has to be developed, 1) automated tools could first scan all electronic pathology
reports, understand their content and detect whole-slide images containing DCIS; 2) deep learning models
could be trained end-to-end to predict the presence of DCIS on those slides solely based on the label
extracted from the report. Such a system will be able to classify a whole-slide image, but not to accurately
localize the DCIS lesion in the image.
Lesion localization can be achieved via lesion detection, i.e., prediction of the location of the lesion via its
barycenter or via a bounding box that encloses the lesion itself. Alternatively, a lesion can be localized via
a segmentation approach, i.e., the delineation of the border of the lesion. The latter would also allow to
characterize the lesion in more detail, for example by analyzing its shape, size and, when combined with
segmentation of surrounding lesions, also its context. Detection and segmentation are largely-explored
fields in image analysis, medical imaging and digital pathology. However, they are mostly based on fullysupervised approaches, therefore suffering from limited scalability because of the need for large sets of
manual annotations.
This deliverable describes methods for weakly-supervised detection and segmentation developed within
the first 18 months of the ExaMode project. In the next sections, we provide a description of each method,
the developed code and the APIs that have been built to access the algorithm via a web-based service, which
allow to integrate the developed methods in existing pipelines with just a few lines of Python code.

2 Weakly Supervised Detection in Histopathology
In ExaMode, we envision the use of detection systems in the digital pathology pipeline in multiple scenarios.
First, in the diagnostic setting in clinical routine, detection systems can be used to support pathologists in
the search and retrieve of cases containing tissue components (i.e., objects) similar to the one of interest.
When an abnormality is found, a pathologist might want to retrieve similar cases by quickly annotating the
lesion of interest with a bounding box, for example. Retrieved similar cases might be of support to the
diagnosis, and because of the possible rarity of the lesion of interest, only a single, or a few annotations will
be available to the system. In these cases, the system will have to learn from a few examples.
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Second, in the research setting, when large datasets of cases containing specific lesions have to be built, as
in the case of large-scale clinical studies. Visual searches of objects of interest could be used to retrieve all
slides from retrospective archives containing a similar object.
Third, in an educational and diagnostic setting, when visual content extracted from scientific literature (e.g.,
books, papers, using tools developed in WP3 of this project) could be used to trigger a search for similar
objects in archival material. These results can be used in two ways: 1) to link the few examples from
scientific literature to a large set of real cases that also carry clinical information extracted from the
pathology report, which is a valuable resource for educational purposes, linking the knowledge extracted
from books to actual cases in the clinic; 2) to link objects found in the clinic with examples from the
scientific literature, therefore discovering and accessing specific knowledge based on a visual query made
based on a clinical case.
All these scenarios involve the presence of a system for automated object detection and retrieval, based on
a specific design constraint: only one, or just a few training examples will be provided to the system.
Therefore, the type of supervision provided to the system is very limited. These methods fall under the
umbrella of weakly-supervised object detection approaches. Additionally, learning from just one or few
examples is known as one-shot or few-shot learning. These approaches are the foundation of methods for
weakly-supervised object detection in this project. In the rest of this document, we will use the standard
terminology used in the one-shot and few-shot learning literature. In particular, we will refer to the set of
visual examples provided to the system to make a search for similar objects as the support set (also called
visual search). We will refer to the dataset of available whole-slide images in the archive as the set of query
images.

Figure 1: Schematic approach of the proposed detection algorithm based on few examples in a support set.

1.1 Method
We have formulated an approach to weakly supervised object detection that relies on what we call an
artificial pathologist, i.e., a tissue-agnostic model that can recognize and describe (via a set of features)
tissue morphology. We use this model to retrieve similar objects from unseen images by feeding it on-line
with one or few shots of support examples. Figure 1 depicts a schematic overview of the proposed detection
system described in the next sections. In the rest of the text, we refer to this model as the encoder.
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1.1.1 A whole-slide image encoder
In this approach, we aim at training a CNN to encode morphological characteristics of H&E-stained slides
of a broad variety of organs. This model, which we call “encoder”, is then used to scan and encode archival
digital pathology images and store encoded information into a database. At test time, when a support
example is given, object detection and retrieval is made by comparing the encoded version of the support
example with the entire database, and return the slides containing the most similar examples to the user, as
well as a visual output on the detected object, in the form of a heatmap or a bounding box.
In the past 18 months, a similar idea has been developed and presented by Google research (Narayan Hegde
2019) in the form of a system called SMILY (Similar Medical Images Like Yours). Despite being based on
a similar principle, our system differs from SMILY in a number of contributions.
●

●

●

First, it relies on a backbone that is purely trained on histopathology images, rather than using a model
pre-trained on ImageNet. We adopt multi-task learning as a paradigm to build an encoder that has a
broad knowledge about multiple tasks in histopathology, therefore oriented towards a tissue-agnostic
model. This approach has been shown as effective in the field of histopathology both in our recent work
(David Tellez 2020) and by others (Mormont, Geurts, and Maree 2020), and it is in line with additional
tasks developed in ExaMode, targeting whole-slide image compression (due M24) and classification
(due M36).
Second, we tailor our model to object detection, rather than retrieval of portions of objects, i.e., patches,
with a similar visual content. We do this by formulating an object detection module on top of the output
of the encoder, similar to what is done in detection systems such as Faster-RCNN (Ren, et al. 2015) or
YOLO (Redmon, et al. 2016).
Third, we expand the formulation of the detection approach to handle both one and few support
examples and increase the available support by heavy data augmentations, in a setting inspired by oneshot and few-shot learning. The available examples in the support set are transformed into a single
prototype as done in Prototypical Networks, and are used as targets in the search for similar objects.

Task

Source

Organ / disease

Public dataset

Equivalent dataset

Mitosis detection

RUMC

Breast cancer

N/A

TUPAC16

Epithelium
segmentation

RUMC

Prostate glands

PESO

Colorectal tissue

RUMC

Colorectal cancer

N/A

Metastasis
detection

RUMC

Breast cancer

CAMELYON16

ColonHisto

Table 1: Tasks and datasets used to train the multi-task CNN for weakly-supervised object detection.
RUMC indicates an internal dataset from Radboud University Medical Center. Each dataset’s name
contains an hyperlink to the website where the dataset can be downloaded.

1.1.2 Detection pipeline
We provide here the main steps involved in training and using the detection algorithm developed until
month 18 of the ExaMode project.
8
Project supported by European Union
Horizon 2020 grant agreement 825292

1. Training the encoder. We built a CNN model to address a number of histopathology tasks
simultaneously. The approach, based on multi-task learning, allows the CNN to learn a representation
of the data that is suitable to solve multiple heterogeneous tasks. Until now, we have based learning of
the model on a set of data that is already publicly available, or that is equivalent to publicly available
datasets. We are going to disseminate the first part of this research (David Tellez 2020) via an oral
presentation at the upcoming MIDL (virtual) conference (MIDL2020 n.d.). Table 1 provides a detailed
overview of the tasks and datasets used to train the CNN. Details on model architecture and training
can be found in our paper (David Tellez 2020). After training, the encoder is capable of converting a
64x64 px input into a 128-length feature vector, which captures morphological characteristics of the
tissue and can therefore be used in downstream tasks.
2. Converting the CNN to fully-convolutional. For efficiency purposes, we converted the trained CNN
into a fully-convolutional model, which allows for a larger input size, resulting in a larger output size.
In this way, encoding larger regions of interest becomes more efficient than a sliding window approach
because we avoid repeating convolutions on exactly the same regions in overlapping areas of
consecutive patches, while extracting a representation of the input image. Given an archive of N
digitized histopathology slides, the encoder is run on each WSI and its (down-sampled) representation
is stored.
3. Collecting support examples from the user. In practice, the detection system is triggered by a request
from the user, i.e., a set of support examples to look for objects morphologically similar to the objects
of interest. At this stage, the similarity is solely addressed at image level, but in later stages of ExaMode
we will also include data representation extracted from the pathology report of each WSI. A visual
support set of a single object can contain a single image example (one shot) or multiple image examples
(few shots) of objects from the same category; the source of these objects can vary from single and
homogeneous (i.e., one sample from a single whole-slide image), to multiple and heterogeneous (i.e.,
multiple samples combing both from different whole-slide images and from the scientific literature). In
any case, a single prototype of that object will be created, as proposed in the Prototypical Networks
approach (Snell, Swersky, and Zemel 2017). In practice, each sample is first encoded using the trained
encoder, and (multiple) representations are processed to create a single prototype, considered as the
representative of the object of interest. This prototype is then used as a term of comparison in the
analysis of pre-processed WSI in search for similar objects.
4. Object detection via similarity. The feature maps from the pre-processed WSI are divided into a grid
with anchor boxes (i.e., multiple bounding boxes with different shapes and sizes for each grid-cell,
similar as done in the YOLO model (Redmon, et al. 2016), to identify potential regions (proposals) in
the WSI. Region of interest pooling is applied to obtain same sized feature maps in the embedding
adaptation module. For each encoded proposal, the similarity with the prototype is computed. Based
on the results of (Snell, Swersky, and Zemel 2017), we use the Euclidean distance as the similarity
measure. The final detection output is obtained via thresholding over the distances and non-maximum
suppression over the remaining bounding boxes.
Note that the presented framework assumes a pretrained encoder and that no extra training is required.
However, we have developed the framework in a modular way, such that when needed, it can be trained
end-to-end and fine-tuned with additional training data, which opens the possibility to use (1) a regionproposal network in the proposal module (Ren, et al. 2015); (2) a feature reweighting (Bingyi Kang 2018)
and/or set-to-set function adaptation (Han-Jia Ye 2020) in the embedding adaptation module; (3) a
bounding box regressor in the detection module and (4) training with episodes (Snell, Swersky, and Zemel
2017) to mimic the test time situation when novel classes have to be detected.
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Figure 2: Top: Five visual examples of healthy colon glands manually selected by the user from a set of
support images, thus defining a support set, used to build a prototype. Bottom: Example of whole-slide
image of colon biopsy (left) in the query set, i.e., not part of the support set, and results of automated
detection of colon glands (right) using bounding boxes.
Figure 2 depicts an example of automated detection of colon glands based on a support set of five manually
selected examples from a set of whole-slide images. Automated detections are shown in an independent
whole-slide image, not part of the support set. As a result, a bounding box is placed in each location where
a colon gland is present, as predicted by the weakly-supervised detection algorithm. Since no manual
annotations of objects location for detection purpose are available in the ExaMode project at the moment,
we can only provide qualitative results. In the upcoming months, we will benchmark this algorithm using
publicly available datasets for object detection and we will also produce manual annotations of objects to
segment (i.e., bounding boxes) in the ExaMode project, to be used for model validation.

2.1 Code
A public release of the source code used in this project is available at this link:
https://github.com/computationalpathologygroup/few-shot-object-retrieval. For the sake of completeness,
we report the content of the README file here as well.
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3 Weakly Supervised Segmentation in Histopathology
Tissue segmentation, i.e., the delineation of the border of image regions containing the same type of tissue,
plays a fundamental role in clinical decision support systems for digital pathology. In the ExaMode, one
example is the diagnosis of celiac disease (see Figure 3). This disease is typically diagnosed by inspecting
two serial sections of a biopsy of duodenal tissue. The first slide is stained with H&E, to highlight tissue
morphological components, the second slide is stained with CD3, to highlight T-cells using a DAB staining
(i.e., coloring them in brown). Pathologists have to first identify the epithelial region in H&E, and then
count the CD3 positive T-cells within this region. The first task involves segmentation of the epithelial
region in H&E. The second task involves detection of CD3 positive cells. While detection can be addressed
with the weakly-supervised method described in the previous section, we now focus on segmentation
methods.
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Figure 3. Example of CD3 (left) and H&E (right) staining of a duodenal biopsy used to diagnose celiac
disease. First, epithelial structures have to be segmented in H&E (righ), and within that region, CD3 positive
cells have to be detected and counted.
Similar to other approaches involving deep learning, fully-supervised segmentation models have been
shown to achieve the best segmentation performance, as shown in a very recent review on deep learning
methods for semantic segmentation in natural and medical images (Saeid Asgari Taghanaki 2020). In the
ExaMode project, we address the challenge of using weak supervision in segmentation models. In the
context of image segmentation, several forms of weak supervision can be defined, all aiming at minimizing
the effort and the interaction with the human expert.
1. Manual localization. One way of providing weak supervision to an object segmentation model is to
manually localize the object itself, i.e., identify its spatial position and extension by drawing a bounding
box around it. Efficient graphical tools such as the ones developed in the ExaMode project (e.g.,
Virtum, CIRRUS Pathology) can assist human experts in placing bounding boxes efficiently, therefore
minimizing the effort and the time needed for this task. Such a bounding box can be used to initialize
methods to accurately segment the object inside. Examples of this type of techniques have been recently
presented (Acuna, et al. 2018), but never applied to histopathology image segmentation. In the
ExaMode pipeline, the bounding box can be the result of a detection algorithm, as the one described in
the previous section, based for example on a template extracted from the scientific literature, possibly
corrected by a human in the loop.
2. Sparse annotations. Another way to provide weak supervision is via sparse annotations, i.e., manual
annotations of specific tissue regions, possibly in a multi-class fashion, but solely limited to small and
not necessarily representative regions of the whole-slide image. As opposed to dense annotations,
where all pixels in an image (or in a region of interest) are exhaustively labelled, sparse annotations
can be provided in the form of scribbles, dots, or small polygonal regions (see Figure 4). The main
difference with dense annotations is that tissue borders and interfaces between different tissue types are
not necessarily provided, which poses a challenge to the segmentation model to better understand the
context and the relations among different tissue types.
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Figure 4. Example of dense (all pixels in a region of interest are annotated) versus sparse (only a few
regions are annotated, and only subparts of tissue components) annotations in colon whole-slide image.
Another important factor in the analysis and interpretation of histopathology images is the tissue
architecture and the contextual information. For example, when carcinoma is segmented in colon biopsies,
the diagnosis and patient follow-up changes completely if carcinoma cells are confined within the polyp
glands (i.e., intramucosal carcinoma) or if cancer cells spread to other tissue compartments (i.e., invasive
carcinoma). In the first case, the polyp is usually resected and the patient might not get any treatment. In
the second case, the work-up is much more complex, potentially involving neoadjuvant therapy, surgery,
and adjuvant therapy after surgery. However, in both cases, the local appearance of cancer cells is exactly
the same, and segmentation models will likely give them the same label. A similar phenomenon happens
for example in breast cancer diagnosis (not part of the ExaMode project), where ductal or lobular carcinoma
can appear in-situ (ductal carcinoma in situ, DCIS; lobular carcinoma in situ, LCIS) or as invasive cancers
(invasive ductal carcinoma, IDC; invasive lobular carcinoma, ILC), but with completely different patient
work-up. In both example, the appearance of cancer cells in local or invasive disease is exactly the same,
and the main element that allow to differentiate the diagnosis is their context.

3.1 Method
We developed a segmentation model that addresses two of the challenges mentioned in the previous section:
1) it can be trained in a weakly-supervised fashion in that it can use sparse annotations; 2) it combines
information about local tissue morphology at high resolution and contextual information at low resolution.
This is done by building an architecture that combines two branches of convolutional neural networks. We
call these two branches the “target branch”, carrying information about details at the resolution of interest
for the problem at hand (i.e., the resolution of the output) and the “context branch”, carrying information
about context via low-resolution images with a large field of view. The two branches of information are
connected via a “hooking” mechanism. Therefore, we name this model “HookNet”. In this section, we
introduce the model and the principles that have to be followed to design HookNet for a specific application.
Additional details about this method can be found in a pre-print of our manuscript (Mart van Rijthoven
2020) describing the method, currently under review.
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Figure 5. Schematic representation of the HookNet architecture, including the context branch and the target
branch, as well as the hooking mechanism applied to the bottleneck layer.
1. HookNet model design. The first step in the design of HookNet is the definition of its branches.
Without loss of generality, we designed the model under the assumptions that (1) the two branches have
the same architecture but do not share their weights, and (2) each branch consists of an encoder-decoder
model based on the U-Net (Ronneberger, Fischer and Brox 2015) architecture. As in the original UNet model, each convolutional layer performs valid 3x3 convolutions with stride 1, followed by maxpooling layers with a 2x2 downsampling factor. For the up-sampling path, we adopted the approach
proposed in (Odena, Dumolin, and Olah n.d.) consisting of nearest-neighbor 2x2 up-scaling followed
by convolutional layers. The input to HookNet is a pair of RGB concentric patches (P T: patch target,
PC: patch context) extracted at two different spatial resolutions r C and rT measured in µm/px for the
context (C) and the target (T) branch, respectively. In this way, we ensure that the field of view of P T
corresponds to the central square region of PC but at lower resolution. In order to get a seamless
segmentation output and to avoid artifacts due to misalignment of feature maps in the encoder-decoder
branches, specific design choices should be made on (1) the size and (2) the resolution of the input
patches. First, M has to be chosen, such that all feature maps in the encoder path have an even size
before each pooling layer. Stated initially in (Ronneberger, Fischer, and Brox 2015), this constraint is
crucial for HookNet, as an unevenly sized feature map will also cause misalignment of feature maps
not only via skip connections but also across branches. Hence, this constraint ensures that feature maps
across the two branches remain pixelwise aligned. Second, r T and rC should be chosen in such a way
that given the branches architecture, a pair of feature maps in the decoding paths across branches
comprise the same resolution.
2. Hooking mechanism. We propose to combine, i.e., hook-up information from the context branch into
the target branch via the simple concatenation of feature maps extracted from the decoding paths of the
two branches. Our choice for concatenation as the operation to combine feature maps is based on the
success of skip connections in the original U-Net, which are also using concatenation. Moreover,
concatenation allows downstream layers to operate over all feature maps, and therefore learn the
optimal operation to apply during backpropagation. To take maximum advantage of semantic encoding,
the feature maps should not be concatenated before the bottleneck layer. We postulate that hooking
could be best done at the beginning of the decoder in the target branch, to take maximum advantage of
the inherent up-sampling in the decoding path, where the concatenated feature maps can benefit from
every skip connection within the target branch. We call this concatenation “hooking”, and in order to
guarantee pixel-wise alignment in feature maps, we define the spatial resolution of a feature map as
SRF = 2dr, where d is the depth in the encoder-decoder model and r is the resolution of the input patch
measured in µm/px. To define the relative depths where the hooking can take place, we define a ratio
𝑆𝑅𝐹
𝑟
between a pair of feature maps as 𝑆𝑅𝐹𝐶 = 2𝑑𝐶 −𝑑𝑇 𝑟𝐶 , where dT and dC, are the relative depths for the
𝑇

𝑇
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target and context branch, respectively. In practice, hooking can take place when feature maps from
𝑆𝑅𝐹𝐶
both branches comprise the same resolution:
= 1. As a result, the central square region in the
𝑆𝑅𝐹𝑇

feature maps of the context branch at depth dC, are corresponding to the feature maps of the target
branch at depth dT . The size of this central square region is equal to the size of feature maps of the
target branch because both feature maps comprise the same resolution. To do the actual hooking, simple
cropping can be applied, such that context branch feature maps are pixel aligned concatenated together
with feature maps in the target branch.
3. Training HookNet. The goal of HookNet is to predict a segmentation map based on PC and PT. Here
we provide details about the modules that have to be configured to train the model.
a. Loss function. HookNet can be trained with a single loss backpropagated via the target loss
computed for the output of the target branch. Also, the context branch can generate the
predictions for the lower resolution patch, and this context error can be used simultaneously
with the target loss. For training purposes, we propose a loss function L = λL high+(1-λ)Llow,
where Lhigh and Llow are pixelwise categorical cross-entropy for the target and the context
branch, respectively, and λ controls the importance of each branch. We experimentally found
that a value of λ = 0.75 results in the best performance.
b. Sampling training data. Patches are sampled with a particular tissue type, i.e., class label, at the
centre location of the sampled patch. Due to the sparseness of the ground truth labels, some
patches contain less ground truth pixels than other patches. During training, we ensured that
every class label is equally represented through the following pixel-based sampling strategy.
In the first mini-batch, patches are randomly sampled. In all subsequent mini-batches, patch
sampling is guided based on the accumulation of the ground-truth pixels for every class seen
in the previous mini-batches. Classes that have a lower amount of pixel accumulation have a
higher chance of being sampled to compensate underrepresented classes.
c. Hyperparameters. Here, we detailed the set of hyperparameters used in the training of HookNet.
During model development, we used datasets of breast and lung cancer cases with manual
annotations, as detailed in (Rijthoven, et al. 2020). When applied to the ExaMode data, images
of colon biopsies were used. In all experiments, we applied the same hyperparameters setting,
however, this is fully configurable by the user should a different set produce better results.
Patches were extracted with 284x284x3 in dimensions, and we used a mini-batch size of 12,
which allows for two times the number of classes to be in a batch. Convolutional layers used
valid convolutions, L2 regularizer, and the ReLU activation function. Each convolutional layer
was followed by batch-normalization. Both branches consisted of a depth of 4 (i.e., 4 downsampling and 4 up-sampling operations). For down- and up-sampling operations, we used 2x2
max-pooling and 2x2 nearest-neighbors followed by a convolutional layer. To predict the soft
labels, we used the softmax activation function. The contribution of the losses from the target
and context branch can be controlled with a value. Moreover, we made use of the Adam
optimizer with a learning rate of 5x10e-6.

3.2 Performance
HookNet is a general-purpose model for semantic segmentation. It was designed specifically to be trainable
using sparse annotations as well, and to combine high-resolution local information with low-resolution
global information (i.e., add contextual information) in the predicted segmentation map. This model has
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been developed in parallel with other tasks in the ExaMode project, in particular with the data collection
task. For this reason, datasets that are not part of the ExaMode project were initially used in the experimental
setting and benchmarking of HookNet. For this purpose, we selected cases where the contextual information
is key to perform the right diagnosis, as for example when breast DCIS has to be distinguished from IDC.
In our manuscript (Mart van Rijthoven 2020), currently under review, we used a dataset of breast cancer
cases from Radboud University Medical Center to benchmark HookNet. We showed that the combination
of a high-resolution and low-resolution branches outperforms U-Net models trained with the considered
resolutions, when taken independently, as can be observed in the following confusion matrices:

Here, several classes were considered in the segmentation: DCIS, IDC, ILC, fatty tissue, benign
hepithelium, and the rest of tissue (which is a mixture of stroma, erythrocytes, lymphocytes, etc.). When
combining 0,5 um/px with 8,0 um/px resolutions into a HookNet model, the performance increases with
respect to single U-Net models trained with only 0,5 um/px or 8.0 um/px resolution. We report here Table
3 from (Mart van Rijthoven 2020), which shows a comparison of U-Net and several HookNet
configurations producing an output at the same resolution as U-Net (more details can be found in the paper):

In Deliverable 7.5, a set of manually annotated cases were made available to the consortium, including
n=50 colon biopsy samples, where five classes were annotated, namely: carcinoma, high-grade dysplasia
(HGD), low-grade dysplasia (LGD), hyperplasia, non-informative (mostly including healthy glands and
other tissue compartments that are not relevant for the diagnosis). The set of 50 cases was extracted from
the archive of the Catania Hospital with random selection of samples, which reflected the statistics of
incidences in colon biopsies encountered in the clinic. For this reason, only a few cases of carcinoma and
hyperplasia were found, insufficient for a training-validation-testing benchmarking of HookNet. Therefore,
we selected three classes (HGD, LGD, non-informative) and train a proof-of-concept HookNet model solely
using 34 cases, which showed the following performance on a small test set of 16 cases: F1-scoreHGD=0.24,
F1-scoreLGD=0.5, F1-scorenon-informative=0.71, F1-scoreoverall=0.48. Increasing the number of samples using
data from the ongoing Deliverable 7.7, as well as combining this model with information extracted from
the pathology reports and from knowledge discovery modules in the ExaMode project will increase the
performance, which has to be considered as a proof of concept at the moment. Figure 6 depicts one example
of qualitative segmentation result compared with the ground truth.
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Figure 6. Example of tissue segmentation in colon biopsy from the Catania hospital using HookNet. LGD:
low-grade dysplasia; HGD: high-grade dysplasia; non-informative includes healthy glands. Compared to
the ground truth, the HookNet prediction also includes regions that were not manually annotated, because
containing tissue that is not relevant for the diagnosis, such as necrosis or connective tissue.

3.3 Code
A public release of the source code used in this project is available at this link:
https://github.com/computationalpathologygroup/hooknet. For the sake of completeness, we report the
content of the README file here as well.
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4 APIs
4.1 Introduction
Next to the public release of the source code, algorithms developed in this deliverable are made available
to the partners in the ExaMode consortium via RESTful APIs. To make this possible, we have created a
web service based on the grand-challenge.org platform, which runs algorithms in the form of Docker
containers. Provided APIs allow to communicate with those algorithms and submit images, process them
and get the results. To ease integration and usability, RESTful APIs have been developed based on a Python
interface. In the next sections, we introduce the grand-challenge framework, the GCAPI Python library and
provide a code example on how to interact with algorithms running on grand-challenge.

4.1.1 Grand Challenge and CIRRUS Pathology
Since 2007, grand challenges in medical imaging have been organized, usually linked to international
conferences or workshops such as MICCAI, ISBI, etc. The motivation behind the origin of challenges in
medical imaging and the grand-challenge platform can be found at this link: https://grandchallenge.org/why-challenges/. As a result, the grand-challenge.org platform has become the home for
challenges in medical imaging, with currently 43,000 active users. Within the first 18 months of the
ExaMode, in collaboration with the Research Software Engineers (RSE) team of the Diagnostic Image
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Analysis Group of Radboud University Medical Center (Nijmegen, Netherlands), we have equipped the
platform with:
a. A web-based viewer of pathology images, namely CIRRUS Pathology (see Figure 7);
b. Algorithms in the form of “apps”, which can be run on any whole-slide image uploaded via
grand-challenge, and view the segmentation results via CIRRUS Pathology. The HookNet
“app” trained on breast data can be
found at this link: https://grandchallenge.org/algorithms/hooknet/; the HookNet app trained on colon biopsy data can be found
here: https://grand-challenge.org/algorithms/hooknet-colon/
c. APIs to interact with algorithms via a Python interface. Such communication is based on the
Python library GCAPI, which can be installed via pip install gcapi. Access to
algorithms and API is managed by the RSE team of DIAG, and each ExaMode partner can
obtain credentials to get full access to those resources.

Figure 7. Top: Example of CIRRUS Pathology viewer used to visualize the results of algorithms
running as a web-based service (left), and the output of the HookNet model trained on breast tissue
(right). Bottom: The same example is visualized using the open-source ASAP viewer (left), and the
segmentation output is also imported into ASAP, after downloading it from CIRRUS Pathology (right).
A slightly different look-up table for color visualization is used in CIRRUS Pathology and ASAP, which
results in visualising the same prediction map in two (slightly) different ways.

4.2 Example
In this section, we provide an example of code that can be used to: 1) upload a local whole-slide image to
the algorithms section of grand-challenge, 2) run the HookNet algorithm for segmentation of colon biopsies,
3) get the result in the form of a segmentation map both as a local file and as a Numpy array, which can be
used in downstream tasks in development pipelines of the ExaMode partners. Reading segmentation output
from disk relies on the open-source multiresolutionimageinterface library, developed by the
computational pathology group of Radboudumc as part of the ASAP viewer (Litjens n.d.).
Example code on how to use the gcapi is available on Cartesius in /projects/0/examode/software, and here:
https://github.com/computationalpathologygroup/pathology-execute-external-algo-on-gc
For the sake of completeness, we report the content of the README file here as well.
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5 Conclusion
In this Deliverable, we have introduced the concepts of weakly supervised detection and segmentation in
the context of the ExaMode project, and presented the tools developed during the first 18 months of the
project. So far, this work has resulted in one journal publication on segmentation models currently under
review on Medical Image Analysis, a second publication on detection models in preparation, the
implementation of the segmentation model as a web-based service on grand-challenge.org, and the
implementation of APIs to allow interaction with these algorithms. Implementation of both segmentation
and detection models have been made open source.
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