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Executive summary 

This deliverable verifies Milestone 7: “Semantic knowledge discovery and visualization tools prototype 
test” by presenting three primary outcomes carried out within the WP2 from M1 to M24 of the project: 

1. The EXAMODE ontology modeling the main concepts and relationships relevant to the medical 
reports about colon, cervix, lung cancer, and celiac disease. 

2. The Semantic Knowledge Extractor Tool (SKET) enabling the representation of textual 
descriptions extracted from medical reports in terms of semantic networks, as well as the 
extraction of authoritative concepts and semantic relations from the available text. 

3. The prototypes of the visual tools to access, query, and interact with the semantic networks 
extracted from the medical reports, explore the scientific facts extracted from the relevant 
medical literature and extract "on-demand" relevant concepts and semantic networks from 
medical reports.  

 
We openly and publicly released a software API for the semantic network generation from medical 
reports, the EXAMODE ontology (http://examode.dei.unipd.it/ontology/) and its detailed 
documentation, and three interactive visual tools:  

• Semantic Networks: This visual tool enables the interactive visualization of the medical reports 
to perform free-text searches on the reports' full content and specifics fields and to visualize the 
semantic network extracted from each report. The tool is available here: 
http://examode.dei.unipd.it/tools/semanticNetworks/ 

• CERT (Colon/Cervix cancer Entity Recognition Tool): this webapp allows the user to upload a 
medical report about one of the EXAMODE cancer cases and download the extracted concepts 
and the RDF graph in several serialization formats. The tool is publicly available at 
http://examode.dei.unipd.it/tools/CERT 

• NanoWeb: this is a visual tool that enables the search, access, and exploration of scientific facts 
extracted from relevant biomedical literature in Nanopublications. The tool is available as a 
webapp at http://nanoweb.dei.unipd.it/ 

 
We provide a first user study conducted on the NanoWeb visual tool. The user study highlights the 
relevance of this visualization tool for the scientific community of reference and points out interesting 
paths of development to improve its outreach.  
 
In the next phases of the project we aim to integrate these three visual tools together and to enhance 
them with active learning capabilities in order to gather feedbacks from the medical experts to improve 
the underlined learning algorithms in the context of entity linking, knowledge extraction and weakly 
supervised learning. 
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1 Introduction 

One of the ExaMode project's main objectives is to provide automatic and semi-automatic methods to 
improve the diagnoses' efficiency and effectiveness in the pathology domain with the positive effect of 
reducing the pathologists' workload.  

ExaMode focuses on the histopathological diagnosis of tissues to detect diseases. We considered the 
future cancer incidence and mortality burden worldwide, which is predicted to be increasing (by 63% 
from 2018 until 2040); hence, at the consortium level, we decided to focus our attention mainly on four 
use-cases:  

1. Colon cancer 
2. Cervix cancer 
3. Lung cancer 
4. Celiac disease 

Computer-aided diagnosis tools today are mostly based on data-hungry prediction algorithms. In this 
context, data is typically composed of annotated WSIs (Whole Slide Images) for biopsy samples. 
Nevertheless, the annotation process is expensive and time-consuming. The alternative we are 
investigating in ExaMode is to annotate WSIs using the medical reports related to them automatically. 
Hence, we are working on automatic methods to extract key pathological concepts from the medical 
reports to (weakly) annotate the WSIs to train prediction algorithms.  

The prediction algorithms can be fed by strongly (manually) annotated data and weakly annotated data.  

In the WP2, we worked on three main aspects central to realize the ExaMode goals:  

1. Ontology: the definition of an OWL ontology representing the use cases of the project; 
2. Entity extraction and linking pipeline. 
3. Visual interactive tools: Semantic networks, CERT, and NanoWeb. 

At the consortium level it has been decided to focus primarily on the colon cancer case and to use this 
case as a learning base to design, develop and improve both the learning algorithms and the software 
tools the project has to deliver.  

We followed this strategy, and firstly we modeled the colon cancer case in the ontology; we validated 
its first instance with the project partners and then extended it thanks to the gathered feedback. The 
improvements done for the colon sped up the design process for the other use-cases. We followed the 
same strategy for designing, developing, and evaluating SKET and the visual tools. For this reason, we 
have consolidated results for the colon and close to final results for the cervix; whereas, we have 
preliminary results for the lung and the celiac disease.  

In the next phases, we will create a ground truth for the cervix, lung and celiac medical reports to fully 
evaluate the SKET pipeline and the visual tools for all the ExaMode use-case. Nevertheless, the good 
results obtained for the colon are a precious indicator of the positive path we took and a valuable source 
of information to speed up the further extensions required to finalize the provided tool for all the project 
use-cases. 

This deliverable is organized as follows: Section 2 describes the ExaMode ontology describing the four 
diseases considered in the project and how they are modeled with the OWL language. Section 3 
describes the SKET pipeline, how it has been applied to the ExaMode use-cases and the first evaluation 
results. Section 4 presents the three visual tools developed in the first part of the project. Section Error! 
Reference source not found. sums up the open resources made available by WP2 and finally, Section 
Error! Reference source not found. draws some final remarks. 
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2 EXAMODE Ontology 

2.1 Overview 
The ExaMode ontology defines the key concepts and properties to model the diagnosis of the cases of 
the considered diseases, the anatomical location where the disease might be located, the procedure 
employed to obtain the tissue being analyzed, and the tests conducted on the tissue itself.  

Despite many medical ontologies focusing specifically on cancer, no ontology comprehensively models 
all the diseases related to the cases mentioned above, their anatomical location, topography, and 
pathology laboratory process. The ontology has been built upon many existing and widely-used 
ontologies and adds all the missing classes and relationships to work together seamlessly. Hence, the 
ExaMode ontology defines its classes and terms when they are not available in any other publicly well-
known ontology. The list of all the used prefixes is reported in Table 1.  

The ultimate aim of the analysis performed by a histopathologist is to complete the clinical report. A 
clinical, histopathological report is the final document with the diagnosis generated after tissue analysis,  
containing all information about patient and specimen processed. The results obtained are important to: 

• Obtain a pathological-clinical diagnosis (disease/not disease); 
• Lead to the best treatment options in case of a disease. 

In this context, we defined an OWL 2 ontology that models the diagnostic reports associated with a 
(series of) WSI and enables a structured encoding of a diagnosis's main concepts. These concepts and 
their relations can be used to automatically annotate WSI as well as to do some reasoning over diagnostic 
reports about four cases considered in the ontology. 

2.1.1 Design cycle 

The ontology design has been carried out iteratively with a continuous discussion with the ExaMode 
partners. In particular, AOEC validated the first versions of the ontology controlling its fit with the 
current medical requirements and procedures. SIRMA AI validated the ontology ingesting it into a 
GraphDB RDF databases and verifying the relationships with the existing ontologies we are employing 
in ExaMode.  

In each step of the ontology design and development, there was continuous feedback from the ExaMode 
consortium. We have considered the software engineering practice to point out five main phases that 
characterize the development of the ontology: 

1. Ideation: in this phase, we defined the ontology's goals and the direction that it has to follow. 
We considered the standard practices in ontology development and cross-checked them with 
the requirements of the project. 

2. Analysis of Requirements: in this phase, we defined the minimum set of requirements that the 
ontology has to fulfill to work in the histopathological domain. We analyzed the use-cases in-
depth and discussed the medical aspects with the experts. We individuated the main areas of 
interest in the medical reports and the main differences and commonalities amongst the use-
cases. 

3. Design: in this phase, we analyzed the medical reports provided for training in the project's first 
months. We proceeded in a bottom-up fashion by individuating the reports' main concepts and 
verifying how existing medical ontologies covered them. We also decided to connect all the 
identified classes with synonyms and similar classes in other authoritative ontologies and 
UMLS meta-thesaurus codes. This choice will be useful for enhancing entity linking and search 
as well as to enable cross-lingual features.  



 

Project supported by European Union, Horizon 2020 grant agreement 825292 10 

4. Development: in this phase, we decided to employ OWL2 to design and develop the ontology. 
We imported existing classes from external ontology and created customized classes and 
relationships when necessary. This development model guarantees flexibility and extendibility 
to meet the project's possible future requirements and potential new use-cases. 

5. Expert interaction: in this phase, we presented the ontology draft to the consortium and gathered 
feedbacks both from the medical and technical viewpoint. We implemented the required updates 
and iterated again over the design cycle. 

2.1.2 Table of Prefixes 

In RDF, there is the possibility to specify prefixes, i.e., labels associated with an URL (or part of an 
URL). It is possible to write a resource in the ontology using the corresponding prefix, which is then 
mapped to the corresponding URL value, and the rest of the URL composing the entity, separated by 
the colon ":". The prefixes used in the ExaMode ontology are reported in Table 1. 

Table 1: Prefixes 

prefix value 

base https://w3id.org/examode/ontology/ 

bto http://purl.obolibrary.org/obo/BTO_ 

cl http://purl.obolibrary.org/obo/CL_ 

dataid http://dataid.dbpedia.org/ns/core# 

dc http://purl.org/dc/elements/1.1/ 

doid https://www.ebi.ac.uk/ols/ontologies/doid/  

exa https://w3id.org/examode/ontology 

fabio http://purl.org.spar/fabio/ 

foaf http://xmlns.com/foaf/0.1/ 

mondo http://purl.obolibrary.org/obo/MONDO_ 

ncbitaxon http://www.ontobee.org/ontology/NCBITaxon_ 

ncit http://purl.obolibrary.org/obo/NCIT_ 

oboinowl http://www.geneontology.org/formats/oboInOwl# 

omit http://purl.obolibrary.org/obo/OMIT_ 

owl http://www.w3.org/2002/07/owl# 

rdf http://www.w3.org/1999/02/22-rdf-syntax-ns# 

rdfs http://www.w3.org/2000/01/rdf-schema# 

skos http://www.w3.org/2004/02/skos/core# 

uberon http://purl.obolibrary.org/obo/UBERON_ 
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uniprot https://www.uniprot.org/uniprot/ 

umls http://linkedlifedata.com/resource/umls/id/ 

xml http://www.w3.org/XML/1998/namespace 

xsd http://www.w3.org/2001/XMLSchema# 

We note that the "base" prefix is the one that is added when no prefix is specified, i.e., when a URL is 
written starting only with ":". 

2.2 Common Classes 
The ontology can be represented as a graph where the nodes are classes, and the edges are typed 
relationships connecting them. The classes represent real-world objects such as a person, a project, a 
tissue, or an anatomical part. Relationships (edges) describe how classes interact with one another.  

The ontology is organized into five main conceptual areas:  

1. ExaMode cancer cases: This area contains all the classes common to the four cancer cases 
considered in ExaMode. We have four use-cases: "cervical cancer", "lung cancer", "colon 
carcinoma," and "celiac disease". Each use-case is provided with a dataset containing several 
"Clinical Case Report". The Clinical Case Report class has four subclasses, one for each disease. 
For instance, we can see that the Clinical Case Report class has a subclass called Colon Clinical 
Case Report for the colon. The instances of this class are all the instances of a colon cancer 
clinical record.  

2. Diagnosis: This area contains the classes related to the diagnosis extracted from the medical 
report. The main class is "Outcome", specialized into three main sub-classes: Negative Result, 
Positive Outcome, and Inconclusive Outcome . "Positive outcome" as many subclasses as the 
type of issues detected in the diagnosis (e.g., "Carcinoma" or "Sarcoidosis"). This is a taxonomy 
of the possible diagnoses it is possible to find in the reports. The subclass property is disjunctive, 
meaning that only one positive outcome subclass can be instantiated at each time.  

3. Anatomical location/Topography: This area contains the classes modeling the taxonomy of 
the possible anatomical locations where the "disease" can be located. This information is 
extracted from the medical reports. For the lung, for example, the main locations are lung, 
bronchus, mediastinum, and thoracic lymph node. The class Bronchus, in turn, specializes in 
more specific areas. This area also describes where the tissue was withdrawn for the analyses 
via the exa:hasTopography property.  

4. Procedure: This area contains the classes that model the procedure adopted to obtain the 
material where the analysis was performed. The main class is Intervention or Procedure.  

5. Annotation: this area is composed of sub-classes of the Annotation class. These classes 
represent additional information that can be attached to the Outcome of a report, which may or 
may not be found by doctors. For example, in the case of colon cancer, a positive outcome that 
finds a Polyp of the Colon may also present dysplasia, which may be present in different forms, 
such as Mild, Moderate, or Severe. 
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The central class of this part of the ontology is the Clinical Case Report. All the medical reports modeled 
through this ontology are part of this class that can be instantiated for specific cases such as the Colon 
Clinical Case Report. Each clinical case is associated with one Disease. More specifically, a Disease is 
then instantiated in one of the four diseases considered in ExaMode, which are Cervical Cancer, Lung 
Cancer, Colon Carcinoma, and Coeliac Disease.  

In Figure 1 we can see a graphical representation of the main classes of the ontology. As we can see, 
each Clinical Case Report presents a unique identifier, assigned by the clinical cases, and a diagnosis. 
Each medical report can also be related to an image file about the report. The block number refers to 
internal ids related to the reports or the images.  

All medical reports are associated with a Patient (anonymized) since a single patient can have more than 
one associated medical report. We model minimal patient information: age at the time of the report, 
gender, and age-onset to classify the patients into three categories: young adult, middle age, and late.  

All medical reports are also associated with the Organization that produced it: the Cannizzaro Hospital 
(AOEC) in Italy and the Radboud Medical Center in the Netherlands.  

2.3 Colon cancer 
The majority of colon-rectal cancers derives from precursor lesions, which can be identified using an 
endoscopic procedure (colonoscopy), leading to excision of these lesions, known as polyps.  There are 
different precursor lesions with other diagnostic and prognostic significance [Zauber et al., 2012]. In 
ExaMode, we focus on the most important features and measurements for polyps. Considering all these 
aspects, the microscopic analysis of colon excisional biopsy samples that are provided as test-sets by 
the medical partners include:  

1. Type of the polyp, as well as the number of polyps of a given type. We distinguish between the 
two main types of polyps: adenoma-serrated polyps and malignant polyps.  

2. Dysplasia and its grade (low grade, medium grade, or high grade). In some cases, coexistent 
pathological abnormalities can be observed, and they are reported, i.e., described as present/not 
present.  

3. We identify several critical histologic features in malignant polyps (considered as cancer), 
including the tumor type, histological tumor grade, and lymphovascular invasion. 

 

Figure 1: ExaMode general classes 
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2.3.1 Diagnosis 

The diagnosis is the central area of the ExaMode ontology. The structure of this semantic area differs 
from disease to disease, but some classes are shared. In particular, each medical report is connected to 
an Outcome. The Outcome class represents a general outcome that can be positive (PositiveOutcome), 

negative (NegativeOutcome), without the evidence of malignancy (NoMalignancy), or inconclusive 
(InconclusiveOutcome). This last outcome can be due to the presence of insufficient material 
(InsufficientMaterial) to reach a conclusion or to an unsatisfactory specimen for a diagnosis 
(SpecimenUnsatisfactory).  

In the specific case of colon cancer, the diagnosis area, shown in Figure 2, is specialized into a taxonomy 
of states ranging from benign to malignant states.  

The main classes to model colon cancer are related to the diagnostic of cancerous polyps (e.g., for 
population screening). The majority of colon-rectal cancers derives from precursor lesions, which can 
be identified using endoscopic procedure (Colonoscopy), leading to excision of polyps.  

When a patient is found positive, the corresponding diagnosis is an instance of the subclasses of the 
PositiveOutcome class. There are cancer states such as serrated adenoma, metastatic adenocarcinoma, 
or colon tubular adenoma, as well as other positive outcomes that are not cancer states such as colitis or 
ulcer. Moreover, when the outcome is an instance of the class Polyp of Colon or one of its subclasses, 
it can be "annotated" with Dysplasia, ranging from low, medium, and high grade. Classes such as 
ColonDysplasia or High-Grade Dysplasia are part of the Annotation conceptual area. These classes are 
used as additional information that may or may not be found in the diagnosis.  

Figure 2: Colon Diagnosis classes 
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2.3.2 The procedure, Location, and Test 

As reported in Figure 3, the ExaMode Ontology presents the other three main areas: Procedure, Test, 
and Anatomical Location. Procedure models the surgical procedure performed to collect the tissue; Test 
models tests that may be performed on the tissue of the patient; Anatomical Location models the area 
from where the tissue was withdrawn or the location of the disease.  

For the colon, the procedure is only a surgical procedure, as a resection, an anastomosis, a 
hemicolectomy, or a form of endoscopic biopsy. 

The modeled anatomical locations are the different areas of the colon. The class Colon, NOS (Not 
Otherwise Specified) describes a general area of the colon and can be better specified by one of its 
subclasses. We also consider anatomical locations, not in the colon, such as the Rectum, the Abdomen, 
and the Ileum. 

2.4 Cervix cancer 
Cervical cancer is the fourth most common cancer in women and the eighth-most commonly occurring 
cancer overall. Nearly all uterine cervix cancer cases are associated with human papillomavirus (HPV) 
[An et al., 2005, Kurman et al., 2014].  

Figure 3: Colon Procedure, Test and Topography classes 
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Even though the screening tests for cervical cancer include the Pap Smear Test (Papanicolaou test) and 
the colposcopic examination of the cervix, the ultimate diagnosis of ambiguous and suspicious cases 
requires standard histopathological assessments.  

The cervical biopsy (colposcopy) is a procedure made when previous tests provide evidence of 
precancerous/abnormal or neoplastic lesions in the uterine cervix. The cervical tissue removed is 
analyzed by an expert pathologist and identifies the presence of tumor lesions. In this case, the pathology 
report is a report of the diagnosis and a prognostic tool for the patient's treatment. 

The cervix reports report the precursor lesions known as Cervical Intraepithelial Neoplasia (CIN), 
displaying the proliferation of atypical basaloid cells [Lax, 2011]. Based on proliferation spread, WHO 
classification categorizes this dysplasia into three grades: 

1. CIN 1 (Mild Dysplasia) 
2. CIN 2 (Moderate Dysplasia) 
3. CIN 3 (Severe Dysplasia or Carcinoma in Situ) 

CIN1 corresponds to Low-Grade Squamous Intraepithelial Lesion (LSIL), whereas CIN2-3 corresponds 
to High-Grade Squamous Intraepithelial Lesion (HSIL). A strong association between these precursor 
lesions and HPV infection has been investigated, where LSIL is strongly associated with low 
intermediate-risk HPV, and HSIL is associated with high-risk HPV. Therefore, the first feature that has 
to be identified and reported is the presence and the grade of dysplasia with possible HPV association. 
In the presence of cervical carcinoma, we identify main microscopic features and measurements of 
uterine cervix colposcopy biopsy that are usually provided in the pathology report: 

1. Histologic Type 
2. Histologic Grade; 
3. Stromal Invasion – includes information about cancer invasion into stromal tissue 
4. Margins - indicate a negative outcome; 
5. Lymphovascular Invasion – provides information about vascular/lymphatic vessel invasion. 
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2.4.1 Diagnosis 

The figure above represents the structure of the ontology for the Uterine Cervix Cancer. In this case, the 
outcome, both positive or negative, may be annotated with the presence of Human Papilloma Virus 
Infection. The positive outcomes include cervical polyp, cervicitis, one of the possible types of Cervical 
Intraepithelial neoplasia (CIN), or one of the possible types of cervical carcinoma.  

2.4.2 The procedure, Location and Test 

The possible procedures include the cervical biopsy, a hysterectomy (and its specifications), the Loop 
Electrosurgical Excision (LEEP), and different surgical procedures, including conization and 
endocervical curettage. 

The locations where cancer can be found and the tissues are withdrawn include the uterus, the cervix 
epithelium, its different parts, the mucosa, and the cervical mucus. These classes are reported in Figure 
5. 

Figure 4: Cervix diagnosis classes 
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2.5 Lung cancer 
In general, lung cancer is the second most common cancer in both men and women. Moreover, lung 
cancer is the leading cause of cancer death among both men and women.  
The most common type of lung cancer screening is regular chest x-rays and low-dose computed 
tomography scans (LDTC). The screening is currently a recommended measure that should be taken to 
lower the risk of dying from cancer, whether it is lung cancer, colon, or cervical cancer (or others). 
Therefore, the histopathological diagnosis is often a final examination undertaken to unequivocally 
discriminate between cancerous and non-cancerous lesions found during the screening.  

There are two main types of lung cancer: about 80-85% of lung cancers are non-small cell lung cancer 
(NSCLC), and about 10-15% are small cell lung cancer (SCLC). Therefore, the most common type of 
lung cancer is NSCLC, and its subtypes include squamous cell (epidermoid) carcinoma (25-30%), 
adenocarcinoma (40%), and large cell carcinoma (10-15%).  

Figure 5: Cervix Procedure, Test, and Topography classes 
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Additional molecular tests are often needed for the therapy, which requires more samples to be taken 
during the biopsy.  

Starting from the analysis of lung biopsies, the microscopic analysis section of the clinical report on 
lung cancer biopsy sample provides the following information, with prognostic and predictive 
implications: 

1. Histologic Type; 
2. Histologic Grade; 
3. Spread Through Air Spaces (STAS) – information about the presence of micropapillary 

clusters, solid nests, or single cells of tumor extending beyond the edge of the tumor into the 
air spaces of the surrounding lung parenchyma; 

4. Visceral Pleura Invasion 
5. Direct Invasion of Adjacent Structures; 
6. Margins – information about the involvement of the tissue margins, indicating a negative 

outcome; 
7. Lymphovascular Invasion - provides information about vascular/lymphatic vessel invasion; 
8. Pathologic Stage Classification – based on the classification system proposed by the WHO; 
9. Extranodal Extension – indicates the presence of metastasis. 

2.5.1 Diagnosis 

Figure 6 describes the structure of the diagnosis area for lung cancer. In this case, the patient, when 
positive, may present Sarcoidosis, Lymphadenitis, Elastofibroma, or Lung Carcinoma (and its possible 
subclasses). In the case of Lung Carcinoma, there may be the presence of Necrosis and Metastasis that 

Figure 6: Lung diagnosis classes 
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we model as annotations to the classes representing the disease. This means that every time a patient 
presents lung carcinoma or one of its subclasses, it can also present a case of necrosis or metastasis. 

2.5.2 Procedure, Location, and Test 

 

As shown in Figure 7, the possible procedures include different types of biopsies. We also model 
different types of immunohistochemical tests that usually return a Boolean (true/false) result or a 
numerical one, such as for the test on the proliferation marker protein Ki-67. The lung cancer locations 
include the whole lung, the bronchus, their parts, the mediastinum, and the thoracic lymph nodes, the 
pleura, and the pulmonary lymph nodes. 

Figure 7: Lung Procedure, Test and Topography classes 
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2.6 Coeliac disease 
The list of the diseases included in the ExaMode priority list includes a non-cancerous illness, the coeliac 
disease (CD). CD is an immune-mediated disease, with the chronic outcome and genetic predisposition 
to an intolerance to gluten and its proteins. It is a serious autoimmune, genetic disease where gluten 
ingestion leads to chronic inflammation, alterations, and damage in the small intestinal mucosa. This 
intolerance leads to abnormal immune response, followed by chronic inflammation and alteration of the 
small intestinal mucosa. This pathology's diagnosis is based on the description of the histopathological 
alterations of the small intestine (after duodenal biopsy) by expert pathologists [GIPAD, 2011]. 

In general, routine screening for coeliac disease is not carried out. Testing is usually only recommended 
for people at a higher risk of developing this disease, such as those with a family history of the condition. 
In adults and children, the coeliac disease diagnosis relies mainly on the presence of positive coeliac 
disease-specific autoantibodies and further diagnostic small intestine biopsies [Fasano et al., 2001]. 
Intestinal biopsies are always necessary if the antibodies are low or negative and no signs or symptoms 
of malabsorption. A second biopsy may be necessary if there is no clinical improvement after shifting 
to a strict gluten-free diet. Another biopsy is sometimes recommended in the follow-up period. Findings 
in the bioptic samples are characteristic, not specific, so it might be challenging for an inexperienced 
pathologist (and for an algorithm) to diagnose the coeliac disease correctly. 

Microscopic analysis of small colon biopsy sample for celiac disease provides information about: 

1. Orientation of biopsy – indicates biopsy position on cellulose acetate filter and is very important 
for the diagnostic criteria. 

2. Normal intestinal mucosa description – includes information about: villi, enterocytes, intra-
epithelial lymphocytic infiltrate, and Glandular crypts. The absence or alteration of these 
structures must be reported. 

3. Pathological intestinal mucosa – including features which have to be reported and well 
described, with particular attention to increased intraepithelial T lymphocytes, decreased 
enterocyte height, crypt hyperplasia, and villous atrophy. 

4. Pathologic Stage Classification – based on the classification system proposed by Marsh-
Oberhuber and Corazza-Villanacci, in the presence of intestinal mucosa alterations. 
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2.6.1 Diagnosis 

For the diagnosis of the coeliac disease, as shown in Figure 8, the outcome is fairly simpler than the one 
of the other three diseases: if the patient is positive, s/he can either have the coeliac disease duodenitis 
(an inflammation which does not necessarily imply coeliac disease). The outcome may be correlated 
with the information about an Immunohistochemical Test.  

In Figure 8, we also reported the annotations that may be correlated to a clinical case derived from the 
information present in the diagnosis. This information helps to understand if the patient presents the 
disease, and they are specific to each report. We inferred a sub-classification of areas for this conceptual 
area. 

1. The first one, connected via the exa:presenceOf property to the report resource, regards the 
types of white blood cells that can be present ('infiltrato') in the tissue (e.g., in the lamina 
propria). There are two types of white cells: lymphocytes and granulocytes. 

2. The second set of information regards the characteristics of the samples found, but that does not 
imply the disease's presence. The classes are: (i) Brunner’s Gland Hyperplasia; (ii) edema; (iii) 
hyperaemia; (iv) intestinal fibrosis. These classes are connected to report resource via the 
exa:presenceOfCeliacAbnormality property.  

3. The third set of information is about the villi's analysis and comprehends three measures, each 
one specified by a class. They are grouped in an RDF bag related to the celiac medical report 
via the exa:hasCeliacAnnotations property:  

Figure 8: Coeliac Disease Diagnosis classes 
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a. the intraepithelial lymphocyte amount or the lymphocytes to epithelial cells ratio. This 
is connected to the RDF bag through the exa:hasIEL property, where IEL stands for 
Intra Epithelial Lymphocytes.  

b. The duodenum villi length regards the villi's status in the duodenum connected to the 
RDF bag via the exa:VilliStatus property. The length is represented as a string because 
the values are reported in words such as "normal", "reduced", etc. There is not an 
exhausted controlled vocabulary that can be used to represent the length. 

c. The villus crypt ratio is the villi to the crypt of Lieberkuhn ratio. This ratio is 
represented as a string because the values in the reports are expressed in heterogeneous 
ways. 

2.6.2 Procedure and Location 

The surgical procedure can be a biopsy, performed in different locations (e.g., the greater curvature, the 
pyloric antrum or the duodenum). As such, these cases are naturally connected to their locations. 

The anatomical locations for the coeliac disease include the Duodenum and its different parts, where the 
disease is located.  

Figure 9: Coeliac Disease Procedure, Test and Topography classes 
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3 Semantic Knowledge Extractor Tool 

3.1 Overview 
This section describes the design, development, and evaluation of the Semantic Knowledge Extractor 
Tool (SKET). SKET employs Information Extraction (I.E.) techniques to perform knowledge extraction 
from medical reports, and link the extracted knowledge to the ExaMode ontology (Section 2). Given the 
medical reports provided by Cannizzaro Hospital (AOEC) and Radboud University Medical Centre 
(RUMC),1 the objectives of SKET are: 

The design and development of a Named Entity Recognition (NER) pipeline tailored for AOEC and 
RUMC medical reports. 

The design and development of an Entity Linking (E.L.) algorithm to link the entities extracted by the 
NER pipeline with the concepts provided by the ExaMode ontology. 

For each medical report, the creation of a knowledge graph is composed of linked entities and semantic 
relationships occurring between linked entities within the ontology. 

The fulfillment of the above objectives makes SKET suitable for weak supervision tasks. In this regard, 
the extracted and linked entities can serve as weak labels to train deep neural networks for image 
classification tasks. Furthermore, the knowledge graphs obtained at the end of the process can be used 
by Information Retrieval (I.R.) systems as additional features to reduce the semantic gap, a long-
standing problem in I.R. – which is known as the mismatch between users’ queries and the way retrieval 
systems answer to such queries [Agosti et al., 2020].  

The remainder of this section is as follows. Subsection 3.2 describes the SKET architecture and its main 
components. Subsection 3.3 presents the experimental evaluation we performed to evaluate SKET 
effectiveness. Finally, Subsection 3.4 provides a discussion on the results of the experimental evaluation.  

3.2 SKET architecture 
SKET architecture is composed of four different (and sequential) components: (1) machine translation, 
(2) named entity recognition, (3) entity linking, and (4) graph creation. Given a batch of medical reports, 
either from AOEC or RUMC datasets, SKET selects the report fields relevant to perform knowledge 
extraction and process them to obtain the knowledge graphs – one per input report.  

Below, we present SKET main components. In particular, for each component, we describe the different 
rules and functions we developed depending on the considered ExaMode use-case. Figure 10 depicts 
SKET overall architecture.  

 
Figure 10: SKET overall architecture. SKET main components are (from left to right): Machine 
Translation, Named Entity Recognition, Entity Linking, and Graph Creation. 

                                                   
1 See deliverables D3.1, D7.3, and D7.5 for details on the considered medical reports. 
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3.2.1 Input Data 

Given a batch of medical reports, SKET selects different report fields as input depending on the dataset.  

For AOEC data, SKET considers the following fields: TESTODIAGNOSI, MATERIALE, 
SNOMEDDIAGNOSI, SNOMEDPROCEDURA, SNOMEDTOPOGRAFIA, NATOIL, 
DATAORAFINEVALIDAZONIE, and SESSO. A brief description of each field follows.  

• TESTODIAGNOSI: represents the diagnosis written in natural language by the pathologist 
(unstructured). 

• MATERIALE: provides the information about the anatomical location(s) and/or procedure(s) 
used in the medical analyses (unstructured). 

• SNOMEDDIAGNOSI: contains the SNOMED code(s) – assigned by the pathologist – 
representing the report outcomes (structured). 

• SNOMEDPROCEDURA: refers to the SNOMED code(s) associated with the procedure(s) used 
in the medical analyses (structured). 

• SNOMEDTOPOGRAFIA: refers to the SNOMED code(s) associated with the anatomical 
location(s) considered during the medical analyses (structured). 

• NATOIL: contains the birth date of the patient associated to the report (structured). 
• DATAORAFINEVALIDAZIONE: contains the visit date of the patient associated to the report 

(structured). 
• SESSO: contains the gender of the patient associated to the report (structured).   

Among the different fields, TESTODIAGNOSI and MATERIALE are used by the entire pipeline, while 
SNOMEDDIAGNOSI, SNOMEDPROCEDURA, and SNOMEDTOPOGRAFIA are considered only 
by the entity linking (3) and the graph creation (4) components. On the other hand, NATOIL, 
DATAORAFINEVALIDAZIONE, and SESSO are only used in the graph creation component (4).  

Regarding RUMC data, SKET considers the Conclusion field only. The Conclusion field represents the 
final diagnosis made by the pathologist (unstructured) and based on the different medical analyses 
conducted.  

3.2.2 Machine Translation 

AOEC and RUMC data are in Italian and Dutch, respectively. However, off-the-shelf NER models are 
primarily in English. To overcome this limitation, we translate the medical reports from the source 
language into English, and then perform entity recognition, linking, and graph creation on them.  

To translate medical reports from Italian/Dutch to English, we currently rely on the Google Translate 
service.2 Google Translate performs Neural Machine Translation (NMT) [Wu et al., 2016] and provides 
effective translations for several different languages [Johnson et al., 2017].  

Given the complexity of the task, Google Translate introduces translation errors that if propagated to 
the subsequent SKET’s components may hamper the overall pipeline effectiveness. In this regard, SKET 
performs a sanitizing step where recurring (manually identified) translation errors are fixed through the 
use of a set of use-case and language dependent rules.  

Currently, the set of rules is defined for the colon and cervix use cases, and have been identified on the 
Italian-to-English translations. Below, for each use-case, we report the list of words or phrases that 
trigger the sanitizing step of SKET.  

Colon Cancer: 

• Octopus instead of polyp. 
• Hairy instead of villous. 

                                                   
2 https://translate.google.it/ 
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• Blind instead of caecum. 
• Sigma instead of sigmoid. 
• Several mistranslations of tubulo-villous adenoma. 

Cervix Cancer: 

• Octopus instead of polyp. 
• His cassock instead of lamina propria. 

We plan to extend the set of rules every time a new translation error is identified within translated 
reports; future work will include a deeper investigation of machine translation for the medical reports 
in the digital pathology domain.  

3.2.3 Named Entity Recognition  

NER is the task of identifying and categorizing key information – i.e., entities – within text. An entity 
can be any word or phrase that consistently refers to the same concept or object of the world. Each 
identified entity is classified into a pre-defined category, such as person names, organizations, locations, 
medical codes, time expressions, quantities, percentages, etc. 

To perform NER, SKET relies on a combination of neural models and rule-based techniques. 
Specifically, SKET adopts and extends ScispaCy models [Neumann et al., 2019].3 Among the different 
available models, SKET employs the “en_core_sci_lg” model, which provides a full spaCy NER 
pipeline for biomedical data, with a large medical vocabulary, and 600.000 word2vec [Mikolov et al., 
2013] word vectors trained on the Pubmed Central Open Access Subset [Pyysalo et al., 2013].4  

Given the “en_core_sci_lg” model, SKET extends the spaCy NER pipeline with two additional 
components: entity fusion and negation detection. The two components are sequentially applied at the 
end of the NER pipeline. 

3.2.3.1 Entity Fusion  
SKET extends the spaCy NER pipeline with a set of rules used to match and merge specific entities 
within text that the “en_core_sci_lg” model regards as separate. For instance, the extracted entities 
“transverse” and “colon” are the unique entity “transverse colon”, which represents a specific part of 
the colon (anatomical location). 

SKET uses regular expressions to identify trigger terms that are indicative of a set of potentially separate 
entities. Once a trigger term is identified, SKET tries to match the entities extracted by the 
“en_core_sci_lg” model with the candidate terms associated with the trigger. Depending on the trigger 
term, the match performed by SKET on extracted entities and candidate terms follows different rules 
based on the combination of directional and positional attributes. 

The directional attribute specifies the set of extracted entities that SKET matches with the trigger 
candidate terms, and it can assume three values:  

• PRE: perform matching with extracted entities preceding the entity with the trigger term. 
• POST: perform matching with extracted entities succeeding the entity with the trigger term. 
• BOTH: perform matching with extracted entities both preceding and succeeding the entity with 

the trigger term. 

The positional attribute specifies the maximum distance allowed between the entity containing the 
trigger term and a matched entity; it can assume two values: 

• EXACT: the matched entity must be right before/after the entity with the trigger term. 

                                                   
3 https://allenai.github.io/scispacy/ 
4 http://bio.nlplab.org/#word-vectors 
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• LOOSE: matched entity can be anywhere before/after the entity with the trigger term. 

Below, we report the set of rules developed for Colon Cancer and Cervix Cancer use-cases.   

Colon Cancer: 

Table 2: Hand-crafted rules for Colon Cancer use-case. 

Trigger Term Candidate Terms Directional Positional 

Dysplasia Mild 
Moderate 
Severe 
… 

BOTH LOOSE 

hyperplastic Polyp 
Adenomatous polyp 
Polyp-inflammatory 
… 

BOTH EXACT 

Hyperplastic polyp Adenomatous 
Inflammatory 
… 

BOTH EXACT 

Transverse Colon POST EXACT 

Descending Colon POST EXACT 

Rectal Mucous membrane POST EXACT 

Ascending Colon POST EXACT 

Sigmoid Colon POST EXACT 

Right Colon POST EXACT 

Left Colon POST EXACT 

Rectum NOS POST EXACT 

Colon NOS POST EXACT 

 

Cervix Cancer: 

Table 3: Hand-crafted rules for Cervix Cancer use-case. 

Trigger Term Candidate Terms Directional Positional 

Dysplasia Mild 
Moderate 
Severe 
… 

BOTH LOOSE 

Uterus NOS POST EXACT 

Carcinoma In situ POST EXACT 

Squamous cell carcinoma In situ POST EXACT 

Squamous carcinoma In situ POST EXACT 

Cervical adenocarcinoma In situ POST EXACT 

Uterine cervix carcinoma In situ POST EXACT 

LEEP Cervical BOTH EXACT 
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Epithelium Exocervical 
Endocervical 

BOTH EXACT 

Squamous intraepithelial lesion Low-grade 
High-grade 
… 

BOTH LOOSE 

 

We plan to extend the set of rules also to Lung Cancer and Celiac Disease use-cases.  

3.2.3.2 Negation Detection 
To handle negations – which can often impair the effectiveness of NER models – SKET extends the 
spaCy NER pipeline with NegEx [Chapman et al., 2001], a negation detection algorithm evaluating 
whether extracted entities are negated within text.5 NegEx uses regular expressions to identify the scope 
of trigger terms that are indicative of negation, such as “no” or “ruled out”. Then, extracted entities 
within the scope of a trigger term are marked as negated. In this way, SKET identifies – and removes 
from the list of extracted entities – those entities that are regarded as negated. For instance, in the 
sentence “free of dysplasia”, the “en_core_sci_lg” model without the NegEx extension would 
incorrectly mark “dysplasia” as an entity. 

Thus, the overall workflow of the NER component is: Given the output of the machine translation (1) 
component, SKET first employs the “en_core_sci_lg” model to extract a set of candidate entities. Then, 
it applies the entity fusion component to merge specific entities based on the defined rules set and finally 
removes negated entities from the final extracted entities set.  

3.2.4 Entity Linking 

EL is the task of assigning unique meanings to entities mentioned within text. In other words, the 
objective of EL is to determine whether a given (extracted) entity refers to a specific concept or object 
within a reference ontology.  

SKET relies on a combination of ad hoc and similarity matching techniques to link the extracted entities 
to unique concepts within the ExaMode ontology. SKET applies a two-level strategy: given an extracted 
entity, SKET first tries to match it using ad hoc techniques and only when ad hoc techniques fail it 
applies similarity matching techniques.  

3.2.4.1 Ad Hoc Matching 
SKET uses regular expressions to identify trigger terms that are indicative of a specific ontology 
concept. Once a trigger term is identified, SKET matches the entity containing the trigger term with the 
ontology concept associated to the trigger. For instance, in the Colon Cancer use-case, if an extracted 
entity contains the word “carcinoma” (i.e., a trigger term), then SKET links the entity to the ontology 
concept related to “colon adenocarcinoma”.  

Below, we report the set of trigger terms used in the ad hoc matching functions developed for Colon 
Cancer and Cervix Cancer use-cases. The terms between parentheses refer to the ontology concepts 
representing the lowest common ancestors of the target concepts.  

Colon Cancer: 

• Dysplasia (Colon Dysplasia); 
• Carcinoma (Colon Adenocarcinoma); 
• Hyperplastic (Hyperplastic Polyp); 
• Biopsy (Colon Biopsy); 

                                                   
5 https://spacy.io/universe/project/negspacy/ 
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• Colon (Colon, NOS); 
• Polyp (Polyp of Colon). 

 

Cervix Cancer: 

• Dysplasia (CIN); 
• Squamous Intraepithelial Lesion (CIN); 
• CIN (CIN); 
• SIL (CIN); 
• HPV (Human Papilloma Virus Infection); 
• Epithelium (Cervix Epithelium); 
• Junction (Cervical Squamo-Columnar Junction); 
• LEEP (Loop Electrosurgical Excision); 
• Biopsy Portio (Conization). 

We plan to extend ad hoc matching techniques also to Lung Cancer and Celiac Disease use-cases. 

3.2.4.2 Similarity Matching 
SKET performs similarity matching relying on a combination of exact and semantic matching.  

For exact matching, SKET relies on the Ratcliff/Obershelp pattern recognition algorithm [Ratcliff and 
Metzener, 1998], which computes the similarity of two strings as the number of matching characters 
divided by the total number of characters in the two strings. Matching characters are those in the longest 
common subsequence plus, recursively, matching characters in the unmatched region on either side of 
the longest common subsequence.  

For semantic matching, SKET relies on the word2vec word vectors provided by the “en_core_sci_lg” 
model, as well as on the fastText model [Bojanowski et al., 2017] pre-trained on biomedical literature 
from PubMed and on clinical notes from MIMIC-III [Zhang et al., 2019, Chen et al., 2019].6 Compared 
to word2vec, fastText computes word vectors for words that are not in its model dictionary (i.e. out-of-
vocabulary terms). Then, given either word2vec or fastText word vectors, SKET computes semantic 
matching as the cosine distance between the vector representations of the extracted entities and the 
ontology concepts.  

Once exact matching and semantic matching scores are computed for each concept and with each 
method, SKET adopts a three-level approach to select the ontology concept to be associated with the 
target entity.  First, SKET filters out – for each considered method – all the concepts with a similarity 
score lower than a fixed threshold. The threshold assumes a different value depending on the method 
considered – that is, 0.7 for word2vec and fastText, and 0.5 for Ratcliff/Obershelp. Secondly, SKET 
checks whether the list of candidate concepts from word2vec contains a single candidate. In that case, 
SKET links the extracted entity with the candidate concept provided by word2vec. Otherwise, SKET 
compares the top candidates obtained by word2vec and fastText. If the two candidates match, then 
SKET links the extracted entity with the matched candidate concept. If the two candidates do not match, 
then SKET considers also the candidate concepts from Ratcliff/Obershelp and performs majority voting 
to select the final concept. When no agreement is reached, SKET links the extracted entity with the top 
candidate concept from word2vec. 

The overall workflow of the EL component is as follows. Given an extracted entity, SKET first checks 
if ad hoc matching can be applied. In that case, SKET applies the ad hoc function associated to the 
identified trigger term. Otherwise, SKET performs similarity matching by computing a similarity score 
between the extracted entity and each ontology concept based on exact matching – i.e., 

                                                   
6 https://mimic.physionet.org/ 
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Ratcliff/Obershelp algorithm – and semantic matching – i.e., word2vec and fastText word vectors. The 
ontology concept presenting the highest similarity score with the extracted entity is kept as final 
candidate and linked to the extracted entity.  

In addition, when AOEC data is provided as input, SKET merges the concepts extracted from 
TESTODIAGNOSI and MATERIALI (unstructured) fields with those provided by 
SNOMEDDIAGNOSI, SNOMEDPROCEDURA, and SNOMEDTOPOGRAFIA (structured) fields.  

3.2.5 Graph Creation 

Given the linked entities of a target medical report, SKET constructs report-level knowledge graphs 
based on the linked entities and the semantic relations stored within the ExaMode ontology. SKET 
represents the knowledge graphs in RDF.  

In case of AOEC data, the NATOIL, DATAORAFINEVALIDAZIONE, and SESSO fields are also 
used to further enrich the report-level knowledge graphs. 

The graph creation component produces the final output of SKET. Along with the deliverable, we 
release the knowledge graphs for all four use-cases obtained with the version of SKET describe above.   

3.3 Evaluation 
We evaluate the effectiveness of SKET through an experimental evaluation based on its ability to 
correctly extract entities and link them to ontology concepts. Besides, given that SKET is suitable to 
weak supervision tasks, we also evaluate its effectiveness in generating weak labels for deep neural 
networks used in image classification tasks.  

3.3.1 Experimental Setup 

3.3.1.1 Ground Truth 
To evaluate SKET effectiveness we require ground truth data providing, for a batch of medical reports, 
the correctly linked concepts and/or the corresponding set of labels used for image classification tasks. 
In this regard, we consider two batch of AOEC medical reports related to the Colon Cancer use-case.  

The first batch consists of the first 50 medical reports provided by AOEC during the project. For this 
batch, both linked concepts and classification labels are available.  

The second batch consists of the second 1054 medical reports provided by AOEC during the project. 
For this batch, the classification labels are available. According to D5.3, classification labels are: cancer, 
high-grade dysplasia, low-grade dysplasia, hyperplastic polyp, and non-informative.  

3.3.1.2 Evaluation Measures 
We rely on Precision, Recall, and F1 measures to evaluate the effectiveness of SKET in linking extracted 
entities to ontology concepts. Similarly, we employ micro-averaged Precision, Recall, and F1 measures 
to evaluate SKET effectiveness in providing classification labels. Micro-averaged measures are usually 
adopted when the considered dataset presents class imbalance.     

3.3.1.3 SKET variants 
We evaluate different SKET variants to understand the effectiveness and the impact of the developed 
techniques. SKET variants are reported below. 

• SKET_nrm: SKET variant where we switch off the entity fusion, negation detection, and ad hoc 
matching components.  

• SKET_nm: SKET variant where we switch off the ad hoc matching component.  
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• SKET: SKET default variant, where all the different components are used. 

Additionally, we also consider a SKET variant where we replace the models/techniques used for 
similarity matching with ClinicalBERT [Alsentzer et al., 2019], a BERT model [Devlin et al., 208]  
initialized from BioBERT [Lee et al., 2020] and trained on all MIMIC notes.7 Specifically, SKET uses 
the embedding of the [CLS] token generated by ClinicalBERT to represent extracted entities and 
ontology concepts. Then, SKET performs the similarity between extracted entities and ontology 
concepts as the cosine distance between their BERT-based vector representations. For each extracted 
entity, SKET selects the ontology concept with the highest similarity score. We denote this SKET 
variant as SKET_b.  

3.3.2 Experimental Results 

Below, we report the results of the different evaluations we performed on SKET variants. Table 4 reports 
the results for the SKET variants evaluated on the first batch of AOEC data in terms of linked concepts. 
Table 5 reports the results for the SKET variants evaluated on the first batch of AOEC data in terms of 
classification labels. Finally, Table 6 reports the results for the SKET variants evaluated on the second 
batch of AEOC data in terms of classification labels. 

Table 4: SKET results for the first batch of AEOC data in terms of linked concepts. 

SKET variant Precision Recall F1 

SKET_nrm 0.7610 0.7993 0.7769 

SKET_nm 0.7803 0.8087 0.7903 

SKET 0.8126 0.9330 0.8635 

SKET_b 0.5950 0.8517 0.6956 

 

Table 5: SKET results for the first batch of AOEC data in terms of classification labels. 

SKET variant Precision Recall F1 

SKET_nrm 0.6346 0.5893 0.6111 

SKET_nm 0.7059 0.6429 0.6729 

SKET 0.9649 0.9821 0.9735 

SKET_b 0.9649 0.9821 0.9735 

 

Table 6: SKET results for the second batch of AOEC data in terms of classification labels. 

SKET variant Precision Recall F1 

SKET_nrm 0.4126 0.3590 0.3839 

                                                   
7 https://huggingface.co/emilyalsentzer/Bio_ClinicalBERT/ 
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SKET_nm 0.4886 0.4422 0.4642 

SKET 0.8970 0.9390 0.9175 

SKET_b 0.9119 0.9437 0.9276 

3.4 Discussion 
The results from Table 4 show the effectiveness of applying all the different SKET components. In 
particular, it is interesting to note the performance gain in terms of Recall of SKET compared to 
SKET_nm. This highlights the effectiveness of applying ad hoc matching when linking extracted entities 
with ontology concepts. On the other hand, the results of SKET_b show that ClinicalBERT struggles to 
effectively link extracted entities and ontology concepts. In particular, the low value for Precision and 
the high value for Recall suggest that ClinicalBERT introduces a high number of false positives.  

A similar trend is found also in Table 5, where SKET performs best when compared to SKET_nrm and 
SKET_nm. Interestingly, the performances of SKET_b in terms of classification labels are equal to 
those of SKET. This means that the discriminant factor for classification labels is the use of ad hoc 
matching functions. 

Finally, the results from Table 6 further highlight the performance gap between SKET_nrm, SKET_nm, 
and SKET. On a different note, the results also show that SKET_b outperforms all the other variants. 
However, further evaluations are required to verify whether SKET_b outperforms all the other variants 
also in terms of linked concepts. In fact, the results from Table 4 suggest that SKET_b might provide 
not competitive results for linked concepts. A possible reason for this might lie on the fact that 
ClinicalBERT embeddings achieve high cosine scores – greater than 0.9 – for any pair of 
(entity,concept), thus increasing the number of false positives. This a common phenomenon that occurs 
when BERT embeddings are applied without fine-tuning on the target task,8 and which we plan to 
address in the near future. On the other hand, the evaluation performed on labels penalizes SKET_b less, 
since the number of labels is much lower than the number of concepts – and therefore also the number 
of false positive labels is much lower than false positive concepts. 

We plan to extend the experimental evaluation also to the other use-cases, as soon as we have a ground 
truth for them. 

4 Visual Tools 

4.1 Semantic Networks 
In order to access, search and visualize the ExaMode medical reports as semantic graphs, we have 
developed “ExaMode Semantic Networks” (ESN). ESN is a visual tool that enables the visualization of 
the medical reports in tabular form, providing search and filtering capabilities, and the visualization of 
the related RDF graphs.  
The tool access is currently restricted to registered users, but as soon as the ExaMode data will be 
publicly shared the tool will be open. At the time of writing, the tool is available at: 
http://bit.ly/39gK080. Figure 11 : ExaMode Semantic Networks homepage.Figure 11 shows the tool 
homepage after the user logged in. The homepage contains a “Clinical case selection” section, where 

                                                   
8 https://github.com/huggingface/transformers/issues/2298 
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the user can choose the clinical case type, the institute providing the data and the language adopted for 
the medical reports. In particular, the options available are: 

1. Institute: is the institute/organization providing the reports data. The user can choose between 
AOEC - Azienda Ospedaliera Cannizzaro and Radboud University. 

2. Clinical case: is the type of the clinical case reports. The user can choose between four 
options: 

• Celiac Disease: the data for this clinical case are not available in the system yet, but 
they are going to be included in the near future. 

• Cervix Cancer: all the data for this clinical case are currently available on the system. 
• Colon Cancer: all the data for this clinical case are currently available on the system. 
• Lung Cancer: the data for this clinical case are not available in the system yet, but 

they are going to be included in the near future. 
3. Language: is the language adopted for the medical reports. At the time of writing, the user 

can choose between English and Italian (Dutch will be added in the next future). 

 
Figure 11 : ExaMode Semantic Networks homepage. 

Once the user preferences are specified, the user clicks on the “View reports” button to visualize the 
medical reports. Figure 12 shows the medical reports according to the user preferences (institute: AOEC; 
clinical case: colon cancer; language: English). The medical reports are shown in tabular form and the 
table columns are: report file (the medical report image file which the diagnosis refers to); age of the 
patient; gender of the patient; material (the biological material examined); and, diagnosis.  

The user can switch anytime to another language of the medical reports, by clicking on the 
corresponding flag. The user can choose the number of rows to show in the interface view through the 
Show < number > entries drop-down menu, indicated with (1) in Figure 12. To navigate the 
result pages, the user can use the pagination functionality (Figure 12.6). To search for the medical 
reports, users can use the “global search” functionality providing full-text search over all the medical 
reports fields (Figure 12.2). In addition, users can look for a specific subset of medical reports using the 
“column search” functionality, which search the medical reports according to the filters defined for 
specific columns. For instance, the user can obtain all the medical reports corresponding to female 
patients, by specifying “F” in the “Search Gender” input field. Nevertheless, a combination of more 
filters is enabled. 

To visualize the RDF graph of a specific medical report, the users can click on the “Show Graph” button 
(Figure 12.3). The visual representation of the graph corresponding to the medical report selected is 
shown in a new pop-up window (Figure 13.7). Since the graph visualized could be composed of several 
nodes, the pop-up window can be expanded to fit the full size of the browser window (expand button) 
(Figure 13.8). The visualized graph reports the information of the patient (e.g. age, gender), the medical 
interventions (e.g. biopsy of colon) and the final diagnosis.  
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Figure 12 : Tabular visualization of colon clinical case reports. 

The graph visualized provides the following functionalities: 

• Pan and zoom: zoom functionality allows the user to inspect in detail a portion of the graph 
while pan functionality allows users to move the graph as desired within the visualization area.  

• Drag and drop: allows the user to drag nodes anywhere in the visualization area and drop them 
on the desired locations. 

• Nodes and edges inspection: it allows the user to obtain more information regarding the nodes 
or the edges considered. This feature is currently under development, but it is going to be 
released in the near future.  

To download an anonymized medical report file in JSON format, users can click on the download button 
(Figure 14.4). In addition to the download option, users can visualize an anonymized medical report in 
JSON format, without downloading it. To this aim, users can click on the view button (Figure 14.5). 
The medical report in JSON format is shown in a dedicated pop-up window (Figure 14.9). In particular, 
the JSON visualizer provides an interactive interface by which the user can expand or collapse each 
node. The pop-up window is resizable and can be dragged anywhere in the browser window, so that 
users can consult medical reports both as visual RDF graphs and in JSON format at the same time.  

4.1.1 Implementation specifications 

ExaMode Semantic Networks back-end is developed using Django9, which is a Python-based free and 
open-source Web framework. The Web app front-end is developed using HTML5, CSS3, Bootstrap 
framework10, JavaScript, jQuery,11 and the library D3.js.12 In particular, to draw the medical reports 
RDF graphs, we used the D3 Force Layout. To provide fast access to the medical reports and search 

                                                   
9 https://www.djangoproject.com/ 
10 https://getbootstrap.com/ 
11 https://jquery.com/ 
12 https://d3js.org/ 
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capabilities a PostgreSQL database is used. In particular, the medical reports in different file formats 
(e.g. JSON, CSV and N3) are parsed and processed to populate the PostgreSQL database.        

 
Figure 13 : Visualization of medical reports RDF graphs. 

 

 
Figure 14 : Visualization of a medical report in JSON format. 

 



 

Project supported by European Union, Horizon 2020 grant agreement 825292 35 

4.2 CERT 
The “Colon cancer Entity Recognition Tool” (CERT) makes the SKET tool available as a publicly 
available WebApp. CERT is a visual tool that enables the automatic concepts extraction from the cancer 
medical reports. Currently, CERT is available for colon cancer cases, but its extension to all the other 
cases is planned for the near future.  
CERT enables the automatic generation of the RDF graphs corresponding to the user-provided medical 
report. CERT is publicly available at: https://bit.ly/3l8T8Oq.  
Figure 16 shows the tool homepage, where the user can fill the form with the medical report information. 
The form consists of the following fields: 

1. Diagnosis: is the textual diagnosis of the medical report. 
2. Materials: refers to the materials considered for the medical diagnostic exams. 
3. Age: is the patient age. 
4. Gender: is the patient gender. 
5. Snomed code procedure: is the Snomed code associated to the medical procedure executed.  
6. Snomed code topography: is the Snomed code associated to the topography of the medical 

procedure executed. 
7. Snomed code diagnosis: is the Snomed code associated to the diagnosis. 
8. Notes: any additional notes. 

 

It is worth noting that only the diagnosis field is required, whereas the other fields are optional.     In 
addition, the users can specify the output RDF format of the graphs generated by CERT. The RDF 
serialization formats available are: TURTLE, XML RDF, N3, NQUADS. CERT is provided with a 
spellchecker routine; two possible scenarios can occur: 

1. The diagnosis field contains some typos: in this case the user is asked whether to ignore the 
system’s corrections and to continue with the extraction process or to correct the typos in the 
diagnosis. The identified typos are shown in red and a list of possible corrections, taken from a 
medical dictionary, is provided when the user goes over the red-marked misspelled word (Figure 
15). The user can correct the typos anytime in the diagnosis text area. If the user decides to 
continue anyway, the process goes ahead and the RDF graphs are generated ignoring the 
misspelled words. 

 
Figure 15 : CERT typos recognition and automatic suggestions. 

 
2. The submitted diagnosis pass the spellchecker controls: in this case the process continue and 

the RDF graphs are generated according to the RDF format previously specified. 
    

Once the process ended correctly the user can download the RDF report, in the RDF format previously 
specified, and the medical concepts extracted in JSON. 

 



 

Project supported by European Union, Horizon 2020 grant agreement 825292 36 

 
Figure 16 : CERT medical report form. 
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Implementation specifications 
CERT back-end is developed using Django13, which is a Python-based free and open-source Web 
framework. The Web app front-end is developed using HTML5, CSS3, Bootstrap framework14, 
JavaScript and jQuery15. To generate the RDF report and extract the medical concepts we used the 
previously described Semantic Knowledge Extractor Tool (SKET). 

Device compatibility 
CERT has been tested on iPhone, iPad and other Android devices, for which a responsive Web design 
was developed. However, we suggest to use Google Chrome or Mozilla Firefox browsers on a desktop 
environment. 

4.3 NanoWeb  
NanoWeb16 is an open-source and publicly available web service enabling intuitive search, exploration, 
and re-use of nanopublications. Nanopublications are RDF graphs encoding scientific facts extracted 
from the scientific literature and enriched with provenance and attribution information.  
The current version of NanoWeb is tailored for the life science/medical domain, and it is designed to 
help experts of this domain in their research work. 
Nanopublications are thought to facilitate the discovery, exploration, and re-use of scientific facts. 
NanoWeb is a single-entry point to the world of nanopublications enabling the seamless integration of 
data search, exploration and re-use services; its central features are: 

1. a crawler gathering publicly available nanopublications from the Web; 
2. two intuitive search functionalities, based respectively on the keyword search and Boolean 

search paradigms; 
3. a user-oriented visual interface to consult the nanopublications enriched with information 

gathered from external authoritative ontologies; 
4. a service enabling the graph-based visualization of assertions and the exploration of their 

relation network; 
5. data search functionalities providing entry points to external curated databases storing the 

scientific facts encoded by the nanopublications as well as to the scientific papers where the 
assertions were extracted. 

4.3.1 NanoWeb Architecture  

Figure 17 shows NanoWeb architecture. The NanoWeb architecture is composed of four main 
components:  

1. a crawler that gathers nanopublications from the Web; 
2. a search system that indexes and enables full-text search over the nanopublications; 
3. a nanopublication citation system; 
4. a Web user interface to search, access and explore the nanopublications and their relation 

network.  

 

                                                   

13 https://www.djangoproject.com/ 
14 https://getbootstrap.com/ 
15 https://jquery.com/ 
16 http://w3id.org/nanoweb 
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Figure 17 : NanoWeb architecture 

Pipeline 

Nanopublications get available and searchable in NanoWeb system according to the following pipeline: 

1. NanoWeb crawler (1) collects nanopublications from different web sources. The crawler sends 
a new request for each web source in the list of initial seeds. It considers different types of 
resources: authoritative ones, such as academic or institutional platforms; and public ones, 
such as git repositories. In addition to the sources in the list of initial seeds, the crawler also 
downloads new nanopublications obtained from URLs that can be provided by the users; this 
process is handled by the business logic unit (11). It parses and scrapes the web pages and 
produces a list of extracted URLs. Each URL in the list is processed so that direct links to 
nanopublications are resolved and added to the download queue. Each nanopublication file is 
downloaded using an independent thread so that requests are handled asynchronously. 

2. Nanopublications are downloaded and stored in a database (2).  
3. Metadata builder (3) processes the nanopublications to dereference the URLs and to get 

additional metadata; for instance, the nanopublications are enriched with the label of the 
concepts referring to external ontologies, the names of creators and curators and the title ofthe 
evidence papers. These data are saved in a relational database (4).  

4. Document builder (5) creates “virtual” nanopublication documents, which are saved into a 
database (6), on which the keyword search system is based. 

5. Both the fields and indexes databases are populated. The fields (7) database is required to 
provide fast access to specific nanopublication data such as the authors, curators, and evidence 
paper metadata.  The indexes database (8) contains the inverted index extracted from the 
nanopublication documents required to match the query terms with the document terms.  

 
Once the pipeline completed, users can access, search and explore nanopublications through the Web 
interface (12) of the search system (B).  

4.3.2 Nanopublication collection statistics 

In Table 7 is reported the number of nanopublications per scientific platform currently available in 
NanoWeb. Currently, NanoWeb provides access to the nanopublications from the following platforms: 
 

• DisGeNET: “a discovery platform containing one of the largest publicly available collections 
of genes and variants associated to human diseases” [Pinero et al., 2020]. DisGeNET is a 
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knowledge management platform integrating and standardizing data about disease-associated 
genes and variants from multiple sources, including the scientific literature. DisGeNET covers 
the full spectrum of human diseases as well as normal and abnormal traits. eb.  

• NeXtProt: “neXtProt is a protein knowledge platform that aims to support end-user research 
on human proteins” [Chichester et al., 2015]. In particular, NeXtProt provides three types of 
annotations of interest for the biomedical community: variation data, posttranslational 
modification (PTM), and tissue expression. 

• Protein Atlas:  “A Human Pathology Atlas has been created as part of the Human Protein Atlas 
program to explore the prognostic role of each protein-coding gene in each cancer type by 
means of transcriptomics and antibody-based profiling.” [Uhlen et al., 2017]. The Human 
Protein Atlas (HPA) programme aims to “generate a comprehensive atlas of protein expression 
patterns in human normal and cancer tissues as well as cell lines.” [Pontén et al., 2008]. 

• WikiPathways: “WikiPathways is an open, collaborative platform dedicated to the curation of 
biological pathways.” [Slenter et al., 2018; Waagmeester et al., 2016]. WikiPathways provides 
rich pathway databases with a focus on genes, proteins and metabolites.  

Table 7 : Number of nanopublications per platform 

Platform Number of nanopublications 

DisGeNET 4,717,256 
NeXtProt 4,014,376 
Protein Atlas 1,254,466 
Wikipathways 26,934 

Total number of nanopublications 
10,013,032 

 
 
Nanopublication assertions are supported by evidences; an evidence can be a scientific publication, a 
curated database record or both. The nanopublication evidences in NanoWeb come from several 
institutional open-access databases such as Bgee17, Cancer Sanger18, EbiQuickGo19, Gene Expression 
Omnibus (GEO)20, Protein Atlas21 and UniProt22. The evidence databases, associated to the 
nanopublications available in NanoWeb, are reported in Table 8. The total number of evidences 
collected from authoritative databases are about 11 million, and the evidences coming from publications 
are more than 6 million. All these publications are available in the PubMed23 database. 
 

Table 8 : Number of evidences per database 

Database Number of evidences 

Bgee 5,576,047 
Cancer Sanger 578 
EbiQuickGo 8,876 
Gene Expression Omnibus (GEO) 573,648 
Protein Atlas 4,125,154 
UniProt 628,749 
Total number of evidences 10,913,052 

                                                   
17 https://bgee.org/ 
18 https://cancer.sanger.ac.uk/ 
19 https://www.ebi.ac.uk/QuickGO/ 
20 https://www.ncbi.nlm.nih.gov/geo/ 
21 https://www.proteinatlas.org/ 
22 https://www.uniprot.org/ 
23 https://pubmed.ncbi.nlm.nih.gov/ 
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4.3.3 NanoWeb graphical user interface 

The NanoWeb system, available at http://w3id.org/nanoweb/, provides an interactive Web interface that 
the user can use to search, access, explore, and cite nanopublications. A demo video presenting 
NanoWeb functionalities is available at https://bit.ly/NWURL2. Figure 18 shows the NanoWeb search 
interface. At the top of the page, there is the query input form (1), where the user types the query and 
searches for nanopublications. There is a button (2) to pin or unpin the query input form on the right 
side of the query input form. The query input form is unpinned by default; this means that it floats at the 
top of the page so that it is always visible to the user even when the page is scrolled. The user can press 
the button to pin the query input form, making it hidden when the page is scrolled. On the left side of 
the query input form, there is the menu button (3). By clicking on it, the sidebar appears with a list of 
links to the main web app functionalities.  

 

 
Figure 18: NanoWeb search interface with user-provided query: colorectal cancer 

 
The body of the Web interface consists of three layers displayed alternatively: 

1. Nanopublications list (Figure 18.A) A list of nanopublications retrieved for the user query. 
Each nanopublication is represented with a row in the list, reporting the title of the 
nanopublication (Figure 18.4a), the assertion of the nanopublication (Figure 18.4b), a link to 
the source platform of the data (Figure 18.4c), and the graph button to display the graph 
associated with the nanopublication (Figure 18.4d). When the user clicks this button, the Graph 
layer appears to show the nanopublication graph on the right side of the nanopublications list. 
If the Information layer is displayed, it is replaced with the Graph layer.  The « Load More » 
button (Figure 18.5) loads more relevant nanopublications associated with the query, if any. As 
we can see in Figure 19, when a user clicks on a specific row, the Information layer is displayed, 
showing the information regarding the selected nanopublication. 

2. The information layer shows information associated with a selected nanopublication, 
including the assertion (Figure 19.1); the publication info (Figure 19.2) including the creation 
date, the creators, the source platform and a link to the data record pointing to external scientific 
databases; the provenance (Figure 19.3) such as the evidence source and how the 
nanopublication was generated; and, citation information (Figure 19.4).  
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Figure 19: Information layer for the nanopublication. 

 

3. Graph layer: Figure 20 shows the Graph layer displayed on the right side of the 
nanopublications list after the user click. This layer shows the graph associated with the 
nanopublication, leveraging on the RDF triple structure. Each graph node corresponds to the 
subject or the object of an assertion, while the edge represents the predicate. Each assertion is 
represented with a directed edge. The figure shows the graph associated with the « mutL 
homolog 1 - Colorectal Carcinoma » nanopublication.  

There are different ways to interact with the nanopublication graph. For instance, the user can click on 
a node to expand the relation network and visualize other nodes connected to the nanopublication of 
interest. The complete list of the user graphic controls available can be consulted by clicking on the 
« Controls help » button indicated with number three in Figure 20. 
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The figure shows a two-levels expansion starting from the subject node « mutL homolog 1 » and ending 
with the expansion of the node associated to the « Colorectal Cancer » disease. 

 
Figure 20: Graph layer for the nanopublication clicked by the user. 

 

The possible actions that a user can perform on the graph are: 

• Expand/collapse graph network: When the user left-clicks on an unexpanded node, the graph 
is expanded.  

• Show node information: When the user right-clicks on a node, a dialog modal window appears 
to show the information concerning that node.  

• Show edge information: When the user left-clicks on edge, a dialog modal window appears to 
show the information regarding the nanopublication. Figure 21 shows that when the edge 
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connecting « mutS homolog 6 » and « Carcinogenesis » is clicked, the nanopublication 
information window appears on the right side.  

 
Figure 21: Graph exploration, the information window for « mutS homolog 6 - Carcinogenesis » 

is displayed as a result for the user click on the edge. 

• Drag and drop: The user can drag and move the nanopublication graph by pressing the mouse’s 
left button and moving it around the graph layer.  

•  Zoom in/out: Using the mouse wheel, the user can zoom in or out on the graph. 
• Switch between Graph and Information layers: A button is provided to switch between 

Graph and Information layers.  
• Rearrange layers: The Navbar menu manages layers disposition (Figure 20.2) and it is 

provided with the following buttons: Nanopub List Only which shows a full-screen view of 
just the nanopublications list layer; Display Both which opens a two-layers view consisting of 
the nanopublications list layer and the currently active layer between Graph and Information 
layers; and, Graph Only/Nanopub Info Only which shows a full-screen view of the current 
layer, which can be the Graph layer or the Information layer.  
 

4.3.4 Graph exploration 

Figure 21 shows a multi-level graph exploration for the nanopublication with the title « mutL homolog 
1 - Colorectal Carcinoma », which describes a gene-disease association. This functionality allows the 
user to explore the relation network of the considered nanopublications. For instance, Figure 21 shows 
« mutS homolog 6 » and « Carcinogenesis » as part of the relation network of the nanopublication with 
the title « mutL homolog 1 - Colorectal Carcinoma ». When the user clicks on the edge connecting 
« mutS homolog 6 » and « Carcinogenesis », the related nanopublication information window appears 
on the right side.  In addition, the graph exploration allows the user to understand how and why different 
nanopublications are connected. There is no limit to the depth of the exploration, i.e., to the graph’s 
dimension visualized. The user can potentially expand the graph at will until all the nodes connected in 
the relation network are displayed. In this way, the synthesis power of nanopublications is enhanced by 
the value of the relation network; it provides a greater information contribution than the sum of the 
single nanopublications taken separately. Since the graph can have a high density of connections, only 
a portion of the connected nodes is shown for a new graph expansion request. However, the user could 
be interested in a specific connection between two nodes, which may not be shown by default. Hence, 
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it is possible to search for specific connections directly on the nanopublication semantic network – we 
call this functionality « connected entities search ».  

Figure 22 shows the connected entities search in action. In particular, we see the entities connected to 
the « mutL homolog 1 » gene. When the user right-clicks on the node associated with the « mutL 
homolog 1 » gene, the information window is shown on the right side. Inside the information window, 
there is the « connected entities » input field, where the user can specify the entity name s/he is looking 
for. For instance, when the user types « polyposis », a list of matching entities appear, and the user can 
choose which entities to add to the graph by clicking on the plus button. Using the connected entities 
search, users can quickly verify whether a direct link between two nodes exists. The « connected entities 
search » is provided with auto-completion to ease the work of the user. 

 
Figure 22: Graph exploration, search for « mutL homolog 1 (MLH1) » connected entities. 

 

Implementation specifications 
NanoWeb back-end is developed using Django24, which is a Python-based free and open-source Web 
framework. The Web app front-end is developed using HTML5, CSS3, Bootstrap framework25, 
JavaScript, jQuery,26 and the library D3.js.27 In particular, to draw the nanopublication graphs, we used 
the D3 Force Layout. The graphs associated with nanopublications are directed at cyclic graphs, since 
one node can be linked to two other nodes that are linked together, thus making a cycle. To implement 
the graph exploration, we developed a custom, collapsible force-directed layout where nodes can be 
expanded or collapsed at will. The custom force-directed layout developed and the NanoWeb code are 
publicly available.28 

Device compatibility 
NanoWeb has been tested on iPhone, iPad and other Android devices, for which a responsive Web 
design was developed. However, to take full advantage of all NanoWeb features and for a best user 
experience, we suggest to use Google Chrome or Mozilla Firefox browsers on a desktop environment.         

                                                   
24 https://www.djangoproject.com/ 
25 https://getbootstrap.com/ 
26 https://jquery.com/ 
27 https://d3js.org/ 
28 https://github.com/giachell/nanoweb 



 

Project supported by European Union, Horizon 2020 grant agreement 825292 45 

 
Figure 23: Advanced search, search for the « mutL homolog 1 » gene related information. 

4.3.4.1 Advanced search 
In addition to keyword search, we introduced the advanced search to guide users in query formulation. 
The advanced search is based on structured terms that can be general purpose (e.g. nanopublication 
URLs, author ORCID and scientific evidence identifiers) or domain-specific (e.g. genes, diseases, 
proteins and tissues). Figure 23 shows one of the configurations available in the advanced search 
interface. The interface is based on filters enabling the users to perform Boolean search and restrict the 
search results. Users can choose the search modality in the Search by drop-down menu, marked with 
number one in Figure 23. The interface provides four different search modalities: 

1. Topic: topic-based search is domain-specific, and it allows the user to find nanopublications for 
a specific topic. Currently, the available topics are genes, diseases, proteins, and tissues.  

2. Author: allows the user to find all the nanopublications related to a nanopublication/evidence 
author. The provided author could be a nanopublication author or the author of the scientific 
publications containing the evidence of nanopublication assertions.  

3. Nanopublication ID: using this mode, users can search for a specific nanopublication via its 
identifier/URL.  

4. Evidence: this mode allows the users to get all the nanopublications extracted from a given 
scientific publication (i.e., evidence) starting from the publication DOI or PubMed URL (e.g., 
http://identifiers.org/pubmed/29970664). To define the advanced search interface filters we 
used structured terms (entities) collected from several public ontologies, databases and 
terminology resources concerning both life science and medical domains. We used some 
ontologies: Basic Formal Ontology (BFO)29, Chemical Entities of Biological Interest Ontology 
(CHEBI)30, Evidence and Conclusion Ontology (ECO)31, Open Biological and Biomedical 

                                                   
29 https://basic-formal-ontology.org/ 
30 https://www.ebi.ac.uk/chebi/ 
31 https://www.evidenceontology.org/ 
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Ontology (OBO)32, Pathway Ontology (PW)33, Semanticscience Integrated Ontology (SIO)34, 
Sequence Ontology (SO)35. Additionally, as terminology resources we employed the National 
Center for Biotechnology Information (NCBI)36, National Cancer Institute Thesaurus (NCIT)37 
and the Unified Medical Language System (UMLS)38. 

 

4.3.5 Expert users survey 

To better understand the needs of the scientific community of reference and improve the critical 
functionalities of NanoWeb, we conducted an expert users survey to collect feedback from technical 
and domain experts. We advertised NanoWeb on the nanopublication public mailing lists, on social 
media targeting the potentially interested communities and private emails to the authors of papers about 
nanopublications in the life science domain. We asked the nanopublication experts involved in the 
survey to use NanoWeb, and then to answer a questionnaire. It should be noticed that we did not provide 
any tutorial to inform the users about NanoWeb functions because we also wanted to investigate how 
intuitive the system is for first-time users and how steep its learning curve is. The survey was composed 
of sixteen questions (Q[1-16]) divided in four sections. The majority of the questions is answered 
through the Likert five-point scale, ranging from 1 to 5 points, meaning different things depending on 
the question.  

1. Personal information. This section is composed of four questions and collects basic 
information about the participants and their experience with nanopublications.: 
• Q1: Do you have any experience with nanopublications? In this case the answer with 1 point 

in the Likert scale means: “Not at all” (i.e., I heard someone mentioning nanopublications 
once), while the 5 points one means: “Quite a lot” (i.e., I created some nanopublications 
myself) 

• Q2: Current Position? Single choice between: Academic, Industry, Master Student, PhD 
Student, PostDoc. 

• Q3: Primary domain of expertise? Multiple choices between: Art and architecture, Biology, 
Chemistry, Communication Science, Computers and the humanities, Computer Science, 
Economics, Life sciences, Linguistics, Mathematics, Medicine, Physics, Psychology, 
Sociology. 

There were fourteen participants in total, counting seven highly-experienced users (5 on the Likert scale) 
and nine experienced users (4 on the Likert scale). The majority of the participants (85.7%) are from 
Academia. Also, according to Q3, the main domains of expertise of the participants are: Computer 
Science (57.1%), Chemistry (35.7%), Life Science (35.7%), Biology (28.6%), Medicine (14.3%).  

The relevance of the addressed problem. This section explores the existence and quality of other 
services enabling search, access, exploration, and re-use of nanopublications (all questions are answered 
according to a 1 (not at all) to 5 (quite a lot) Likert scale): 

• Q4: Is searching, accessing, and consulting nanopublications relevant for the stakeholders 
(e.g., researchers, developers, domain experts)? 

• Q5: To the best of your knowledge, are the currently available tools and services adequate 
for searching and accessing nanopublications? 

                                                   
32 http://www.obofoundry.org/ 
33 https://rgd.mcw.edu/rgdweb/ontology/search.html 
34 https://github.com/MaastrichtU-IDS/semanticscience 
35 http://www.sequenceontology.org/ 
36 https://www.ncbi.nlm.nih.gov/ 
37 https://ncit.nci.nih.gov/ncitbrowser/ 
38 https://www.nlm.nih.gov/research/umls/index.html 
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• Q6: To the best of your knowledge, do other tools and services offer interactive 
visualizations to interact with nanopublications? 

• Q7: To the best of your knowledge, do other available tools and services offer visual 
exploration possibilities of the nanopublication relation network?  

According to the data collected for questions Q[4-7], the majority of the participants (57%) consider the 
problem addressed by NanoWeb relevant or very relevant, pointing out the lack of other tools and 
services for the interactive visualization and exploration of nanopublications and their relation network. 
About Q5, 50% of the participants consider the currently available tools and services for searching and 
accessing nanopublications inadequate (1 or 2 points on the Likert scale) and 42% are not enthusiastic 
about them (3 points on the Likert scale). 71% of the participants answered that there are no other 
available tools offering interactive visualizations of nanopublications and 57% say there are no 
alternative tools to visually explore the nanopublication network. 
 
Figure 24 reports the box plots detailing the distribution of the answers, the median and the mean to Q4-
Q7. According to the data collected for questions Q[4-7], the majority of the participants (57%) 
considers the problem addressed by NanoWeb relevant or very relevant, pointing out the lack of other 
tools and services for the interactive visualization and exploration of nanopublications and their relation 
network. About Q5, 50% of the participants consider the currently available tools and services for 
searching and accessing nanopublications inadequate (1 or 2 points on the Likert scale) and 42% are not 
enthusiastic about them (3 points on the Likert scale). 71% of the participants answered that there are 
no other available tools offering interactive visualizations of nanopublications and 57% say there are no 
alternative tools to visually explore the nanopublication network. From these answers, we can see that 
the participants confirm our analysis highlighting the lack of intuitive and visual tools for the access and 
exploration of the nanopublications despite the confirmed utility of searching and accessing 
nanopublications for the stakeholders. 

 
Figure 24 : Box plot of the answers distribution to questions Q[4-9]. The median is represented 
as a red line and the mean as a green star. 

 

2. NanoWeb - Search Engine and Interface. The questions of this section are designed to evaluate the 
search capabilities of NanoWeb and the usability of its interface. This section was answered by twelve 
participants over fourteen. 

• Q8: Is NanoWeb search interface intuitive and easy-to-use? 
• Q9: Is NanoWeb capable of retrieving relevant nanopublications for a given query? 
• Q10: In your opinion, is a search based on keywords an effective way to seek for 

nanopublications? 
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• Q[11-12]: In your opinion, for the not technologically savvy, what is the most effective way 
to search nanopublications? Q11 and Q12 are the same, but the answers are different since for 
Q11 the range of answers is from 1: SPARQL end-point to 5: Keyword-based search; whereas, 
for Q12 the range is from 1: Faceted search to 5: Keyword search. 

• Q13: Will NanoWeb enhance the productivity of involved stakeholders (researchers, 
developers, nanopublication experts)? 

 

About question Q8, the majority of the participants consider NanoWeb search interface intuitive and 
easy-to-use (75% answered 4 or above and none answered below 3). There is no accordance instead for 
Q9 (median = 3, mean = 3:08, STD = 1:04), 42% of the participants answered 3 which means “not sure” 
and the rest of them is divided into the two other classes “not really” (≤ 2: 33%) and “quite a lot” (≥ 4: 
25%). One reason that could motivate this kind of distribution might be that participants did not know 
what they could search in advance, thus many user queries might have not produced the expected results. 
To address this issue, after the survey we introduced the advanced search which guides users on 
NanoWeb search capabilities. Participants are well-distributed for Q10 (median = 3, mean = 3:25, STD 
= 1:16), there is not a preferred opinion about keyword search; nevertheless, 46% of the participants 
consider the search based on keywords quite an effective or highly effective (answer 4 or above) way 
to seek for nanopublications. About Q[11-12], the majority of the participants (58%) consider that 
keyword-based search is more effective than SPARQL end-point but less effective than faceted search 
(67%) for the non-technologically savvy. This answer shows how domain experts are more accustomed 
to use faceted search rather than keyword search for searching structured data as nanopublications are. 
Keyword search is considered useful, but it should not substitute faceted search as a means to access 
RDF scientific data. Finally, all the participants believe NanoWeb can moderately (58%) or substantially 
(42%) enhance the productivity of researchers and nanopublication experts. 

3. NanoWeb - Visual Exploration. This section of the questionnaire evaluates the experience with the 
NanoWeb user interface for visual exploration of nanopublications. We designed the questions of this 
section to investigate whether the visual exploration of nanopublication graphs could lead to the 
discovery of meaningful relationships and information potentially unknown to the experts. Moreover, 
we asked the participants to compare NanoWeb with the currently available alternative tools. This 
section consists of three questions: 

• Q14: Do you feel comfortable with the interface for the visual exploration? 
• Q15: Could the visual exploration of the nanopublication graphs lead to the discovery of 

meaningful relationships and information not known in advance? 
• Q16: Is NanoWeb visual exploration innovative with respect to the currently available 

alternative tools and techniques? 
 
Figure 25 reports the distribution of the answers to Q[10-16]. With reference to Q14, the majority (64%) 
of the participants felt very comfortable with the interface for the visual exploration and only 14% gave 
a score below three points. Moreover, 57% of the participants believe the visual exploration of the 
nanopublication graphs could lead to the discovery of meaningful relationships and information not 
known in advance. Finally, half of the participants think that NanoWeb is highly innovative (four or five 
points) with respect to the state of the art, while only 21% thinks it is only marginally innovative. 
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Figure 25: Box plot of the answers distribution to questions Q[10-16]. The median is represented 
as a red line and the mean as a green star. 

5 Resources 

Summing up, all the previously described tools, APIs, data, ontology are publicly available: 

• ExaMode Ontology documentation:  http://examode.dei.unipd.it/ontology/ 
• ExaMode Ontology Turtle format:  http://examode.dei.unipd.it/ontology/examode.ttl 
• ExaMode Ontology Permanent DOI:  http://doi.org/10.5281/zenodo.4081387 
• ExaMode Semantic Networks (webapp) http://examode.dei.unipd.it/tools/semanticNetworks/ 
• ExaMode Semantic Networks (webapp shortlink) https://bit.ly/39gK080 
• ExaMode CERT (webapp)   http://examode.dei.unipd.it/tools/CERT 
• ExaMode CERT (webapp shortlink)  https://bit.ly/3l8T8Oq 
• ExaMode CERT (repository)   https://github.com/giachell/examode_CERT 
• NanoWeb (webapp)    http://nanoweb.dei.unipd.it/ 
• NanoWeb (webapp W3C permaURL)  http://w3id.org/nanoweb 
• NanoWeb (repository)    https://github.com/giachell/nanoweb 
• NanoWeb (demo video shortlink)  https://bit.ly/NWURL2 
• ExaMode SKET (knowledge extractor) https://github.com/stefano-marchesin/SKET 

6 Conclusion 

D2.1 “Semantic Knowledge Extractor Prototype” was completed in the planned quality and verifies 
Milestone 7: “Semantic knowledge discovery and visualization tools prototype test” since the prototypes 
are up and running.  

The released prototypes enable the representation of textual reports as semantic networks where the 
nodes and edges are linked to authoritative concepts formally defined by the ExaMode ontology. The 
publicly available ontology and the prototypes benefitted from the clinicians' feedback working on the 
project and the scientific community of interest using the conducted user survey. We released three 
visual tools prototypes that are already ready to use both internally and publicly.   
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We aim at further extending the prototypes by adding new functions and integrating them into one 
system, working in concert with the other advances developed in the consortium. 
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