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Executive summary
Medical images often include size related metadata, which are provided by the acquisition
device and provide a reliable size of the pixels (and/or voxels). This is also the case of digital
pathology images, which are usually acquired at several magnification levels. This information
can easily get lost (e.g. when images are included in scientific articles). Currently, deep
Convolutional Neural Networks (CNNs) are the state-of-the-art machine learning algorithms
for several image analysis related tasks. Usually CNNs are not scale-equivariant by design and
cannot handle easily the multi-scale structure of digital pathology images. Selecting the right
scale (or magnification) can thus be very important for training biomedical models based on
CNNs, and managing scale variability is thus fundamental to use publicly available and
proprietary data together.
The code library (called Multi_Scale_tools) described in this deliverable contributes to solve
the mentioned problems, by presenting tools that allow to handle and exploit the multi-scale
structure of histopathological images using end-to-end CNN architectures.
The library includes four different components: a pre-processing tool, a scale detector tool, a
component to train a multi-scale CNN classifier and a component to train a multi-scale
segmentation CNN. The pre-processing component allows researchers to generate multi-scale
input data, in order to feed their algorithms. The scale detector tool allows to identify the
magnification level of an image that does not include that information. The multi-scale CNNs
for classification and segmentation present examples of the architecture needed when multiple
scales are to be used.
The tools presented in the deliverable are tested in section 3 in order to verify Milestone 6
"Image content based knowledge discovery tools prototype test".
The deliverable report will be submitted as a scientific journal article.
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1 Introduction
The multi-scale structure of histopathological images represents an open challenge for training
machine learning algorithms in computational pathology, despite recent advancements and their
application in clinical settings.
Computational pathology regards the automatic analysis of digitized scans of histopathological
images (tissue specimens). Nowadays, histopathology represents the gold standard to diagnose
diseases such as cancer [1], [2]. The high-resolution images (also called whole slide images)
are usually acquired scanning tissue samples at different levels of magnification. Figure 1 shows
a whole slide image at different magnification levels. Tissue samples (or specimens) are often
approximatively 20 mm x 15 mm in size1. The magnification levels adopted to scan the
specimens usually vary between 1.25x and 40x (for example in The Cancer Genome Atlas),
although some scanners can reach 400x magnification. At 40x, the images are captured with a
resolution of .25 µm per pixel. At this level, the image size can be easily of 200.000 x 200.000
pixels.
This methodology of scanning multiple magnification levels is inspired by the pathologists'
approach to the analysis of tissues. They usually analyse the image from the lowest
magnification level and then they zoom through the regions of interest, in order to visualize
them at higher magnifications [3]. Each of the magnification levels includes different kinds of
information [4], since tissue structures appear in different ways, according to the magnification
level in which they are represented. For example, in middle levels (such as 5-10x) it is possible
to distinguish between glands, while in the highest ones (such as 20-40x) it is possible to
distinguish between cells. Therefore, it is not only important to detect an abnormality, but rather
to detect it in a specific range of levels.
Currently, deep Convolutional Neural Networks (CNNs) are the state-of-the-art machine
learning algorithms in computational pathology tasks, in particular for the classification [5]–
[12] and segmentation [13]–[17] of images. Their success relies on automatically learning the
relevant features from the input data. Usually CNNs cannot handle the multi-scale structure of
the images, since the right scale must be selected to train the models [18], [19] and CNNs are
not scale-equivariant by design [21], [22] (where the equivariance property of a transformation
means that when a transformation is applied, it is possible to predict how the representation
changes [23], [24]). The knowledge about the scale is thus important for the model to identify
diseases, since the same tissue structures, represented at different scales, include different
information [20]. Unfortunately, scale information is not always available into images. This is
for instance the case of pictures taken with standard cameras or processed in compression and
resolution, such as images downloaded from the web or images included in scientific articles.
CNNs can thus identify abnormalities in tissues, but the information, and then the features
learnt, related to the abnormality is not the same for each scale representation [25]. In CNNs, if
a scale transformation is applied to the input data, it is not possible to predict its effect on the
output of the CNN. All these issues lead to CNN model architectures and training procedures
that can easily get more complex, both for classification [3], [18], [25]–[27] and segmentation
[13], [28]–[31].
The code library (called Multi_Scale_tools) described in this deliverable contributes to solve
the mentioned problems, by presenting tools that allow to handle and exploit the multi-scale
structure of histopathological images using end-to-end CNN architectures, including for
1

http://dicom.nema.org/Dicom/DICOMWSI. Retrieved 13th of November, 2020
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instance pre-processing tools to extract multi-scale patches, a scale detector, a component to
train a multi-scale CNN classifier and a component to train a multi-scale CNN for segmentation.

5x
10x

20x

40x

Figure 1. An example of the multiple magnification level within an WSI.

2 Methods
The library includes four different components: a pre-processing tool, a scale detector tool, a
component to train a multi-scale CNN classifier and a component to train a multi-scale
segmentation CNN. The pre-processing component allows researchers to generate multi-scale
input data, in order to feed their algorithms. The scale detector tool allows to identify the
magnification level of an image that does not include that information. The multi-scale CNNs
for classification and segmentation present examples of the architecture needed when multiple
scales are to be used.

2.1 Pre-processing tool
The pre-processing tool includes two parametric and scalable methods to extract patches from
the different magnification levels of a WSI: the grid extraction and the multi-center extraction
method. Both methods need a WSI and the corresponding tissue mask as input, and they both
produce images and metadata as output.
The
grid
extraction
functions
(Patch_Extractor_Dense_Grid.py,
Patch_Extractor_Dense_Grid_Strong_Labels.py) allow to extract patches from one
magnification level. The tissue mask is split in a grid of patches, according to the following
parameters: magnification level, mask magnification, patch size and stride between the patches.
These parameters can be chosen by the user. The output of the method is a set of patches
selected according to the parameters.
The
multi-center
extraction
functions
(Patch_Extractor_Dense_Centroids.py,
Patch_Extractor_Dense_Centroids_Strong_Labels.py) allow to extract patches from multiple
magnification levels. The tissue mask is split in a grid (as done in the functions previously
described) according to the highest magnification level selected by the user. The patches within
this grid are called centroids. Each centroid is used to generate the coordinates for a patch at
lower magnification level, so that the latter one includes the centroid (the patch at the highest
magnification level) in its central section. The output of the method is a set of tuples, which one
including patches from different magnification level.
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In both methods, only patches coming from tissue regions are extracted and saved thanks to the
tissue mask, which allows to distinguish between patches from tissue regions and patches from
the background. The methods are developed to work with masks pixel-wise annotated, in case
they are available, and masks with no annotations. In the latter case, the tissue masks are
generated using HistoQC tools [32]. The HistoQC configuration adopted is reported in the
repository. Besides the patches, the methods save also metadata file (csv files). The metadata
includes information regarding the magnification level where the patches are extracted and the
x and y coordinates of the upper left corner of the patches. The scripts are developed to be
multi-thread, in order to exploit hardware architectures with multiple cores. In the
supplementary materials section, the parameters for the scripts are described in more detail.

Figure 2. An example of the grid extraction method. The patches in green are selected since they
contain enough tissue
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Figure 3. An example of the multi-center extraction method. The grid is made according to the
highest magnification level selected by the user. The patch is the centroid for patches at lower
magnification levels.

2.2 Scale detector
The scale detector tool is a CNN trained to estimate the magnification level of a given patch or
image. The tool involves the scripts related to the training of the models (the input data
generation, the training and testing modules) and a module to use the detector as a standalone
component.
The models are trained in a fully-supervised fashion. Therefore, the scripts to train them need
a set of patches and the corresponding magnification level as input, which are provided into csv
files including the path to the patch and the corresponding magnification levels. Two scripts are
developed to generate the input files, assuming that the patches are previously generated with
the pre-processing components described in the previous section. The first script is made to
split the WSIs into partitions (Create_csv_from_partitions.py), which generates three files (the
input data for training, validation and testing partitions) starting from three files (previously
prepared by the user) including the names of the WSIs. The second script (Create_csv.py)
generates an input data csv starting from a list of files. The model is trained (Train_regressor.py)
and tested (Test_regressor.py) with several magnification levels that can be chosen by the user
(in the implementation described in this deliverable, 5x, 8x, 10x, 15x, 20x, 30x, 40x were used).
Training the model with patches from a discrete and small set of scales can lead to regressors
that are precise to estimate the magnifications close to input scales, and less precise when scales
are far from them. Therefore, a scale augmentation technique was applied to patches and labels
Project supported by European Union
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during the training (in addition to more standard augmentation techniques adopted such as
rotation, flipping and colour augmentation). In order to perform scale augmentation, the image
is randomly cropped of a factor and resized to the original patch size. The factor is applied to
perturbate also the magnification level.
The scale detector component includes also a module to import and use the model in the code
(regression.py). The component works both as a standalone module (with the required
parameters) but it is also importable. The supplementary materials section includes a more
thorough description of the parameters for the scripts.

2.3 Multi-scale CNN for classification
The Multi-scale CNN component includes scripts to train a multi-scale CNN for classification,
in a fully supervised fashion. Two different multi-scale CNN architectures and two training
variants are proposed and compared with a single-scale CNN.
The multi-scale CNN architectures are composed of multiple branches (one for each
magnification level) trained with patches that come from several magnifications. Each branch
is fed with patches from a specific magnification level. The first architecture of multi-scale
CNN combines the features (the output of the convolutional layers) of each CNN. The scripts
developed
to
train
and
test
the
models
are
Fully_supervised_training_combine_features_multi.py
and
Fully_supervised_testing_combine_features_multi.py). The second architecture of multi-scale
CNN combines the classifier predictions (the output of the fully-connected layers) of each
CNN.
The
scripts
developed
to
train
and
test
the
models
are
Fully_supervised_training_combine_probs_multi.py
and
Fully_supervised_testing_combine_probs_multi.py
Both architectures are presented in two variants, optimising respectively one and multiple loss
functions. In the first variant (one loss function), the input is a set of tuples of patches from
several magnification levels (one patch for each level), generated using the multi-center
extraction tool. The input tuples are generated with a script (Generate_csv_multicenter.py) that
exploits the coordinates of the patches (stored in the metadata) to generate the tuples (stored in
a csv file). The tuple label corresponds to the class of the patch centroid (the patch from the
highest level within the tuple). Therefore, the model outputs only the class of the tuple. In this
variant, only one loss function is minimized, i.e. the categorical cross-entropy between the
output of the CNN and the patch label. In the second variant (multiple loss functions), the input
is a set of tuples of patches from several magnification levels (one patch for each level),
previously generated using the grid extraction method. The input tuples are generated with a
script (Generate_csv_upper.py) that exploits the coordinates of the patches (stored in the
metadata) to generate the tuples (stored in a csv file). The tuple labels correspond to the classes
of the patches. The model has n + 1 outputs: the class for each of the n magnification levels and
the class of the whole tuple. In this variant, n+1 loss functions are thus minimized (n
representing the number of magnification levels considered). The n loss functions are the
categorical cross-entropy between the output for each of the scale branches and the tuple labels.
The other loss term is the categorical cross-entropy between the output of the network (after the
combination of the features or the predictions of the single branches) and the tuple labels. The
supplementary materials section includes a more thorough description of the parameters.
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Figure 4. The first multi-scale CNN architecture, in which features are combined from different
scale branches, optimizing only one loss function (A) and optimizing n+1 loss function (B).
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Figure 5. The second multi-scale CNN architecture, in which predictions are combined from
different scale branches, optimizing only one loss function (A) and optimizing n+1 loss function
(B).
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2.4 Multi-scale CNN for segmentation
This component includes HookNet [29], a multi-scale CNN for semantic segmentation.
HookNet combines information from low-resolution patches (large field of view) and highresolution patches (small field of view) to semantically segment the image, using multiple
branches. The low-resolution patches come from lower magnification levels and include
context information, while the high-resolution patches come from higher magnification levels
and include more fine-grained information. The network is composed of two branches of
encoder-decoder models, the context branch (fed with low-resolution patches) and the target
branch (fed with high-resolution patches). The two branches are fed with concentric multi-fieldview multi-resolution (MFMR) patches (284x284 pixels in size). The branches do not share
their weights, although they have the same architecture (an encoder-decoder CNN based on UNet). Hooknet is thoroughly described in a dedicated article [29].

2.5 Data used for training and testing the library
2.5.1 Colon WSIs
The colon dataset is a subset of the ExaMode colon dataset. This subset includes 148 WSIs
(provided by the Department of Pathology of Cannizaro Hospital, Catania, Italy), stained with
Hematoxylin and Eosin (H&E). The images are digitized with an Aperio scanner. Some of the
images are scanned with a maximum spatial resolution of 0.50 µm per pixel (20x), while the
others are scanned with a spatial resolution of 0.25 µm per pixel (40x). The images are manually
annotated by a pathologist. The annotations include five classes: cancer, high-grade dysplasia,
low-grade dysplasia, hyperplastic polyp and non-informative tissue.

2.5.2 Breast WSIs
The breast dataset (provided by Department of Pathology of Radboud University Medical
Center, Nijmegen, Netherlands) includes 86 WSIs, stained with H&E. The images are digitized
with a 3DHistech scanner. The images are scanned with a spatial resolution of 0.25 µm per
pixel (40x). The images are manually annotated by a pathologist. 6279 regions are annotated,
with the following classes: ductal carcinoma in-situ (DCIS), invasive ductal carcinoma (IDC),
invasive lobular carcinoma (ILC) benign epithelium (BE), other, and fat.

2.5.3 Prostate WSIs
The prostate dataset is a subset of the public available database offered by The Cancer Genome
Atlas (TCGA-PRAD), that includes 20 WSIs, stained with H&E. The images come from several
sources and are digitized with different scanners. The images are scanned with a spatial
resolution of 0.25 µm per pixel (40x). The images come without pixel-wise annotation.
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2.5.4 Lung WSIs
The Lung dataset is a subset of the public available database offered by The Cancer Genome
Atlas Lung Squamous Cell carcinoma dataset (TCGA-LUSC), including 27 WSIs stained with
H&E. The images come from several sources and are digitized with different scanners. The
images are scanned with a spatial resolution of 0.25 µm per pixel (40x). Originally, the images
come without pixel-wise annotation from the repository, but a medical expert from Radboudc
Hospital manually annotated them with four classes: tertiary lymphoid structures (TLS),
germinal centers (GC), tumor, and other.

3 Test and evaluation of the library
The source code for the library is available on GIT2, while the HookNet code is available
here3. The library is available can be deployed as Python package directly from the repository
or as Docker container that can be downloaded from4 (the multiscale folder).
Interaction with the library is done through a model class and an Inference class5. The model
instantion depends on the choice of algorithms. For a more detailed explanation about the
hyperparameters and other options please make sure to browse the Readme file6. An example
can be found here7.

3.1.1 Pre-processing component
The pre-processing tools includes scalable tools that extract multiple magnification patches
from the WSIs. Table 1 includes the number of patches extracted. The upper part of the table
includes the number of patches extracted with the grid extraction method, considering four
different magnification levels (5x, 10x, 20x, 40x). The lower part of the Table includes the
number of patches extracted with the multi-center extraction method, considering two possible
combinations of magnification levels (5x/10x, 5x/10x/20x). The methods are evaluated in terms
of scalability on multi-core hardware. The evaluation is made considering the amount of time
needed to extract the patches, using several number of threads. Table 2 includes the time results
obtained with the grid method (upper part) and with the multi-center method (lower part).

2

https://github.com/sara-nl/multi-scale-tools
https://github.com/computationalpathologygroup/hooknet/blob/master/apply.py
4
https://surfdrive.surf.nl/files/index.php/s/PBBnjwzwMragAGd
3
5

https://github.com/computationalpathologygroup/hooknet/blob/fcba7824ed982f663789f0c617a4ed65bedebb85/s
ource/inference.py#L20
6
https://github.com/sara-nl/multi-scale-tools/blob/master/README.md
7
https://github.com/computationalpathologygroup/hooknet/blob/master/apply.py
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Table 1. Amount of patches extracted with the grid extraction method (above) and with the multicenter method (below), at different magnification level.

Table 2. The time, evaluated in seconds, needed to extract the patches, varying the amount of
threads, using the grid extraction method (above) and using the multi-center method (below).

3.1.2 Scale detector
The scale detector shows high performance in the estimation of the magnification level of
patches that come from different tissues. The detector is trained with the patches from the colon
dataset and it is tested with patches from three different tissues. The performance of the models
is assessed with the 𝑅! , the Mean Square Error (MSE), the kappa score and the balanced
accuracy. While the experimental setup and the metrics descriptions are presented in detail the
supplementary material, Table 3 summarizes the results. The highest performance is reached
on the colon dataset (the same tissue used for training), but the scale detector shows high
performance also on the other tissues. The scale detector makes almost perfect scale estimations
in colon dataset, in both the regression and the classification metrics. Regarding the regression
metrics, the model reaches 𝑅! = 0.9997 ± 0.0001 and MSE = 0.0250 ± 0.0155. Regarding the
classification metrics, the model reaches balanced accuracy = 0.9857 ± 0.0086 and kappa =
0.9991 ± 0.0004. The scale detector makes reasonably good scale estimations also on the
prostate data, in both the regression and the classification metrics. Regarding the regression
metrics, the model reaches 𝑅! = 0.8013 ± 0.0798 and MSE = 19.34 ± 7.7809. Regarding the
classification metrics, the model reaches balanced accuracy = 0.8514 ± 0.0589 and kappa =
0.9094 ± 0.0268. The scale estimations for the lung dataset are the lowest performance in the
considered dataset. Regarding the regression metrics, the model reaches 𝑅! = 0.6682 ± 0.1549
and MSE = 32.13 ± 15.01. Regarding the classification metrics, the model reaches balanced
accuracy = 0.7973 ± 0.0458 and kappa = 0.8743 ± 0.0571.
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Table 3. Performance of the scale detector, evaluated on three different tissue dataset. The scale
detector is evaluated with coefficient of determination (R), Mean-squared error (MSE), balanced
accuracy, kappa score.

3.1.3 Multi-scale CNN for classification
The multi-scale CNNs show higher performance in the fully supervised classification compared
to the single-scale CNNs. The models are trained and tested with the colon dataset. The
performance of the models is assessed with the Cohen’s kappa score and the balanced accuracy.
More detailed descriptions of the experimental setup and of the metrics adopted are presented
in the Supplementary material. Table 4 summarizes the results obtained. The single-scale CNN
trained with patches from 5x obtains the highest performance between the single-scale CNNs
(kappa = 0.7127 ±0.0988 and balanced accuracy = 0.6558 ±0.0903). It outperforms, in both the
metrics, the CNNs trained with patches from 10x (kappa = 0.6818 ± 0.0940 and balanced
accuracy = 0.6200 ± 0.0780) and the patches from 20x (kappa = 0.6005 ± 0.1106 and balanced
accuracy = 0.5744 ± 0.0804).
Two multi-scale CNN architectures (presented in the Methods section) were tested, with several
configurations. The configurations involve the optimization strategy (one or multiple loss
functions) and the magnification levels (5x,10x,20x are tested). The first architecture combines
the features from different scale branches. Among the configurations tested, the CNN trained
with patches from 5x and 10x and optimized with n + 1 loss function obtains the best
performance, in both the metrics (kappa = 0.7167 ± 0.1060 and balanced accuracy = 0.6813 ±
0.0942). The second architecture combines the predictions from different scale branches.
Among the configurations tested, the CNN trained with patches from 5x and 10x and optimized
with n + 1 loss function obtains the best performance, in both the metrics (kappa = 0.7026 ±
0.0988 and balanced accuracy = 0.6626 ± 0.0897. The best multi-scale CNN (combine features
and trained with n+1 loss functions) outperforms the best single-scale CNN. The kappa of the
two architectures is comparable, while the balanced accuracy is higher in the multi-scale CNN.

Table 4. Performance of the multi-scale CNNs architectures, compared with with CNNs trained
with patches from only one magnification level, evaluated in kappa and balanced accuracy. Both
the multi-scale architectures are presented (combine features and combine predictions from
multi-scale branches) and both the training variants (one loss function and n + 1 losses).
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3.1.4 Multi-scale CNN for segmentation
The multi-scale CNN (HookNet) shows higher performance in tissue segmentation, compared
with single-scale CNNs (U-Net). The model is trained and tested with breast and lung datasets.
The performance of the models is assessed with the F1 score and the macro F1 score. More
detailed descriptions of the experimental setup and the metrics adopted are presented in the
supplementary material. Table 5 and Table 6 summarize the results obtained respectively on
the breast dataset and on lung dataset.
In breast dataset use-case, HookNet trained with patches from 20x as target and 1.25x as context
outperforms the overall performance (macro F1 score = 0.91) of the single scale U-Nets (the
U-Net trained with patches from 5x reaches an overall performance is macro F1 score = 0.87).
In IDC and ILC tissue segmentation, HookNet reaches the highest performance (F1 score =
0.89 and F1 score = 0.91). In "other" and "fat" tissue segmentation, HookNet reaches high
performance, comparable with the performance of the single scale U-Nets (F1 score = 0.98 and
F1 score = 1.00). In DCIS and benign segmentation, HookNet is outperformed by the single UNets (F1 score = 0.84 and F1 score = 0.84). The U-Net trained with patches from 1.25x reaches
F1 score = 0.86 in DCIS segmentation, while the model trained with patches from 1.25x reaches
F1 score = 0.87 in benign segmentation.
In lung dataset use-case, HookNet trained with patches from 20x as target and 5x as context
obtains the better overall performance (macro F1 score = 0.73) than the single scale U-Nets,
although the results are comparable. The U-Net trained with patches from 10x reaches an
overall performance is macro F1 score = 0.72. Regarding the singular tissue segmentation, the
highest performance is reached by the single scales U-Net. In TLS segmentation, the single
scale U-Net (trained with patches from 10x) reaches F1 score = 0.86, while HookNet reaches
F1 score = 0.84. In GC segmentation, the single scale U-Net (trained with patches from 5x)
reaches F1 score = 0.49, while HookNet reaches F1 score = 0.48. In Tumor segmentation, the
single scale U-Net (trained with patches from 20x) reaches F1 score = 0.75, while HookNet
reaches F1 score = 0.72. In Other tissue segmentation, the single scale U-Net (trained with
patches from 20x) and HookNet reach F1 score = 0.86.

Table 5. Performance of the U-Net (above) and HookNet (below) on the breast dataset. The
architectures are compared on the F1 score, for each tissue type (description of the tissue type in
the Supplementary Material). The overall macro-F1 score is reported.
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Table 6. Performance of the U-Net (above) and HookNet (below) on the lung dataset. The
architectures are compared on the F1 score, for each tissue type (description of the tissue type in
the Supplementary Material). The overall macro-F1 score is reported.

4 Discussion & Conclusion
Multi_Scale_tools library includes four components that allow to exploit the multi-scale
structure of the WSIs.
The components are a pre-processing tool to extract the patches, a scale detector, two multiscale CNNs for classification and a multi-scale CNN for segmentation. The pre-processing
component includes two methods to extract patches from several magnification levels. The
methods are designed to be scalable on multi-core hardware. The scale detector component
includes a CNN to regress the magnification level of a patch. The CNN obtains high
performance in patches that come from the colon (tissue used to train it), but it also reaches
good performance is several tissues, such as prostate and lung. Two multi-scale CNN
architectures are developed for fully-supervised classification. The first one combines features
from multi-scale branches, while the second one combines predictions from multi-scale
branches. Among them, the first architecture obtains better performance and it outperforms the
model trained with patches from only one magnification level. HookNet architecture is included
for multi-scale segmentation, and the tests shows that it outperforms single scale U-Net in the
considered tasks.
The presented library allows to exploit the multi-scale structure of WSIs. Anyway, the user
remains a fundamental part of the system for several components, for instance in order to
identify the scale that can be more relevant for a specific problem. The comparison between the
single-scale CNNs and the multi-scale CNN is a good example of this. The CNN is trained to
classify between cancer, dysplasias (both high-grade and low-grade), hyperplastic polyp and
non-informative tissue. In the classification task, the highest performance is reached using
patchesof magnification 5x and 10x, while patches from 20x lead to lower classification
performance. This can likely be related to the fact that the main feature related to the considered
classes is the structure of the glands, therefore high magnifications (e.g. 20x) limitedly
introduce useful information into the models. The importance of the user to select the right
magnification levels is highlighted even more in the segmentation results. In the breast use case,
considering low magnifications, the models show good performance in DCIS and IDC
segmentation, since these tasks need context about the duct structures. Considering higher
magnifications, the models show good performance in ILC and benign tissue segmentation,
where the details are more important.
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5 Verification of Milestone 6
Milestone 6 " Image content based knowledge discovery tools prototype test" is verified in
section 3 "Test and evaluation of the library", where the components of the library are evaluated
on tasks targeting the association of visual features to specific diagnostic labels.
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Annexes
6.1.1 Library parameters
6.1.1.1

Pre-processing component

The parameters for the scripts that extract the patches, with both grid extraction and multicenter extraction are:
-i: an input csv file with the paths of the WSIs.
-t: the folder where the masks are stored. If the masks are pixel-wise annotated, The folder
includes the files, with the name of the WSI and png format suffix. If the masks include only
the tissue region: the masks are generated using HistoQC tool. The folder where they are
stored includes folders with the name of the WSI.
-o: the path of the output, where to store the images.
-p, the amount the threads used in the process.
-w: the magnification level of the mask (both pixel-wise annotated and with no annotations).
The default value is 1.25x.
-m: the magnification level selected. If the method used to extract the patch is the grid
extraction, then the scale is a single value; otherwise, if the method to extract the patches is
multi-center extraction, is it a list.
-s: the size of the patches, in term of pixels
-x: the percentage of tissue pixels within a patch to be selected
-y: the stride between two close patches

6.1.1.2

Scale detector

The parameters of the scripts used to generate the input data (Create_csv_from_partitions.py,
Create_csv.py) are the following:
-i: the input folder where the partitions file or the file with the list of images are stored.
-p: the folder where the patches are stored.
-o: the path of the folder where to store the csv files generated
-m: the magnifications wanted to be put in the csv. They will be used to train the model.
The parameters of the scripts used to train (Train_regressor.py) and test (Test_regressor.py)
the models:
-i: the folder where the input data are stored.
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-o: the folder where to store the model weights, some hyperparameters and the metrics file.
-c: the CNN pre-trained to use (the CNN used in this paper is a ResNet34).
-verbose: if the script must be verbose or not.
-m: the magnifications used as classes
The parameters to use the detector as a module (regressor.py):
-i: the input data. The input data can be of three different types: the path of a folder that
includes the patches, the path a single patch or a csv file, that includes the path of the patches.
-p: the path of the model trained.
-b: batch size
-m: the magnifications wanted to be put in the csv. They will be used to train the model.

6.1.1.3

Multi-scale CNN for classification

The parameters of the scripts used to generate the input data (Generate_csv_single_scale.py,
Generate_csv_multicenter.py, Generate_csv_upper_region.py) are the following:
-i: the input folder where the partitions file or the file with the list of images are stored.
-p: the folder where the patches are stored.
-o: the path of the folder where to store the csv files generated
-m: the magnifications wanted to be put in the csv. They will be used to train the model.
The parameters of the scripts used to train (Fully_supervised_training.py) and test
(Fully_supervised_testing.py) the single-scale CNNs:
-n: the number of classes.
-i: the folder where the input data are stored
-o: the folder where to store the model weights, some hyperparameters and the metrics file.
-c: the CNN pre-trained to use (the CNN used in this paper is a ResNet34).
-verbose: if the script must be verbose or not.
-m: the magnification level chosen.
-e: the number of epochs
-f: the structure of the classifier. False means that the features are directly linked with the
output probabilities, while True means that there is an intermediate fully connected layer.
-lr: the learning rate
-optimizer: the optimizer to use
The parameters of the scripts used to train
(Fully_supervised_training_combine_features_multi.py,
Fully_supervised_training_combine_probs_multi.py) and test
(Fully_supervised_testing_combine_features_multi.py,
Fully_supervised_testing_combine_probs_multi.py) the multi-scale CNNs:
-r: the parameter to choose the model training variant: multicenter means that only one loss
function is optimized, while upper_region means the n+1 loss functions are optimized.
-n: the number of classes.
-i: the folder where the input data are stored.
-o: the folder where to store the model weights, some hyperparameters and the metrics file.
-c: the CNN pre-trained to use (the CNN used in this paper is a ResNet34).
-verbose: if the script must be verbose or not.
-m: the magnification levels chosen.
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-e: the number of epochs.
-f: the structure of the classifier. False means that the features are directly linked with the
output probabilities, while True means that there is an intermediate fully connected layer.
-lr: the learning rate.
-optimizer: the optimizer to use.

6.1.2 Experimental setup
6.1.2.1

Pre-processing component

Both the pre-processing methods are tested on several tissue datasets, with the same
hyperparameters: the same input parameters, the same tissue masks (both with and without
pixel-wise annotations) and the same hardware architecture. The input parameters involve the
patches features, in terms of patch size (224 x 224 pixels), stride to build the grid (no stride is
used), percentage of pixels tissue within a patch to be selected (70%). The methods are tested
on three datasets (colon, prostate, lung) to show that they work with WSIs from different
tissues. The methods work with tissue masks that include pixel-wise annotations and only
tissue. The hardware infrastructure contains 56 CPU cores (Intel(R) Xeon(R) Gold 6132 CPU
@ 2.60GHz), that can host two threads per core.

6.1.2.2

Scale detector

The detector is trained with the colon dataset and it is tested in patches that come from three
tissues. The training set includes up to 1.5 million patches from seven magnification levels
(5x, 8x, 10x, 15x, 20x, 30x, 40x), extracted from a subset of the colon dataset. The CNN is
the implementation of the ResNet34, proposed in PyTorch. The model is pre-trained on
Imagenet, therefore the classifier head is modified to have as many outputs as the variables to
estimate (in this case, one). The network is trained for 10 epochs, with batches of 128
samples, a learning rate of 0.001 and Adam as the optimizer. Class-wise data augmentation is
applied during the training, using Albumentations library [33]. The patches are randomly
(probabilistic rate of 0.5) horizontally or vertically flipped, rotated and colour augmented. The
training is repeated three times, to limit the non-deterministic effects introduced by the
stochastic gradient descent on the results. The average and the standard deviation are reported
for each of the metrics. The training set includes a subset from the colon dataset (up to 1
million patches). The testing set includes three partitions: a subset of patches from colon
dataset, the prostate dataset and the lung dataset. The partition of the colon dataset includes up
to 650k patches, the prostate one up to 1.5 million patches and the lung one up to 3 million.

6.1.2.3

Multi-scale CNN for classification

Two multi-scale CNNs architectures and optimization variants (and the single-scale CNN
with which they are compared) are trained and tested with the same CNN architecture as the
backbone, the same hyperparameters, the same data augmentation and the same dataset.
All the network have a ResNet34 model (pre-trained on ImageNet) as backbone architecture,
proposed in PyTorch. In the multi-scale CNNs architectures, each of the branches is designed
with this architecture, while in the single-scale CNN it represents the entire network. The
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model is pre-trained on Imagenet, therefore the classifier head is modified to have as many
outputs as the number of classes (in this case, five classes). The number of classes is a
parameter for the scripts. Each network is trained for 10 epochs, with batches of 64 samples, a
learning rate of 10"# , a decay rate of 10"$ and Adam as the optimizer. In the multi-scale
optimized with n+1 loss functions, no weights are applied to the losses. Class-wise data
augmentation is applied during the training, using Albumentations library [33]. The patches
are randomly (probabilistic rate of 0.5) horizontal or vertical flipped, rotated and colour
augmented. The training set includes 148 WSIs, with patches from three magnification levels
(5x, 10x, 20x). It is split into training, validation and testing partitions, with a proportion of
80/20/20. The partitions are then pre-processed to generate the input data. The split is
repeated five times, to limit the non-deterministic effects introduced by the stochastic gradient
descent on the results. The average and the standard deviation are reported for each of the
metrics.

6.1.2.4

Multi-scale CNN for segmentation

HookNet is trained to segment structures from two tissue, using five different magnifications
levels and it is compared with five individuals U-Net. HookNet is trained on breast and lung
WSIs. In the breast use-case, the model is trained to segment six tissue types: ductal
carcinoma in-situ (DCIS), invasive ductal carcinoma (IDC), invasive lobular carcinoma (ILC)
benign epithelium (BE), Other and Fat. The breast dataset is split in training (50 WSIs),
validation (18 WSIs) and testing (18 WSIs) partitions. In the lung use-case, the model is
trained to segment four tissue types: tertiary lymphoid structures (TLS), germinal centers
(GC), Tumor and Other. The lung dataset is split in training (12 WSIs), validation (6 WSIs)
and testing (9 WSIs) partitions. The HookNet is fed with a combination of patches from
different magnification levels. In the breast use-case, the model is trained using patches from
20x for the target branch and patches from 1.25x or 5x for the context branch. In the lung usecase, the model is trained using patches from 20x for the target branch and patches from 5x
for the context branch. The magnification levels used to train the U-Net models are: 1.25x,
2.5x, 5x, 10x, 20x. The CNN is compared with five U-net (one for each of the magnification
levels). The architectures share some of the hyperparameters used for training. The models are
trained for 200 epochs with patches of size 284x284x3, in batches of 12 samples. The learning
rate chosen is 5𝑥10"% and the Adam optimizer is used. Data augmentation is applied during
the training, using spatial transformations and the stain transformation proposed by [34].
HookNet is trained optimizing two loss functions, to regularize the contribution of the context
and the target branch. The loss functions are pixel-wise categorical cross-entropies. A more
accurate description of the network and the experimental setup is available in [29].

6.1.3 Metrics
Two types of metrics are used to evaluate the performance of the tools: regression metrics and
classification metrics.
The regression metrics are used to assess the performance of the scale detector model. They
are the coefficient of determination (R-squared or 𝑅! ) and the mean-squared error (MSE).
The 𝑅! metric measures the proportion of the variance between a dependent variable (in this
case the estimated scale) and an independent variable (in this case the input patch). The metric
values vary between -inf and 1. The higher the value, the better the model estimates a value.
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The MSE metric measures the average of the squared errors (the difference between the
ground truth and the estimations) of the model. The metric varies between 0 and inf. The
lower the error, the better the model estimates a value.
The classification metrics are used to assess the performance of the regression model, the
classification models and the segmentation model. The metrics are the balanced accuracy, the
kappa score and F1 score. The balanced accuracy measures the average of the single
accuracies, individually evaluated on each of the classes. The metric varies between 0 and 1.
The higher the value, the better the model predicts a class. The Cohen’s kappa measures the
agreement between raters (in this case between the ground truth and the predicted classes).
The metric varies between -1 and 1. The higher the value, the better the model predicts a
class. The F1 score is the average between the precision and the recall. The precision is the
proportion of correctly predicted positive values among all the positive values. The recall is
the proportion of correctly predicted positive values among all the values that should be
classified as positive. The F1 score varies between 0 and 1. The higher the value, the better
the model predicts a class.
The classification metrics are applied to the scale detector, although it is a regression model.
The estimations are discretized to the closer magnification level, among the seven ones
considered in the dataset.
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